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1 Introduction

How to share the burden of climate change fairly is a key problem in international
climate cooperation (Lange, Vogt, and Ziegler, 2007). The regions of the world are
differently wealthy, which partially follows from historic emissions. These emissions
now cause climate damages that particularly hit poorer parts of the global South and
can exacerbate existing inequality. Climate change and mitigation are therefore also a
distributional problem.
Yet, Integrated Assessment Models (IAMs) used to generate optimal policy and

abatement paths are, at their core, consumption smoothing problems (Weitzman, 2007).
They inherit this focus from the underlying macro growth model that has been aug-
mented with emissions and climate mechanics. The standard welfare specification in
these models is the constant relative risk aversion (CRRA) utility function, which has
appealing properties for consumption smoothing, but bundles several distinct concepts
into a single curvature parameter. In particular, interregional (intragenerational)1 in-
equality aversion between currently living people in different parts of the world and
intergenerational inequality aversion between today’s and future generations are tied
to the same parameter choice, although surveys and experiments suggest that these
concepts should not be treated as identical (Atkinson et al., 2009).2
This paper asks how separating interregional equity concerns from intergenerational

weighting in the canonical RICE IAM changes (i) cooperative optimal policy, (ii) strate-
gic behavior under Nash play, and (iii) the scope for stable climate coalitions.
A natural starting point for this agenda is the pioneering approach by Rogna and

Vogt (2022), who interpret climate change and mitigation explicitly as a distributional
problem and build an IAM with Fehr–Schmidt (FS) preferences. FS preferences are
a workhorse in behavioral experiments on cooperation and the distribution of gains,
which fits the burden-sharing nature of climate policy. The challenge is that FS compar-
isons are not designed for consumption smoothing and can imply extreme intertemporal
choices if savings are made endogenous.3 This motivates my focus on isolating inter-
regional equity effects while keeping the intertemporal core comparable to standard
CRRA benchmarks.
This paper makes three contributions. First, I implement FS inequality aversion in

the RICE IAM, which allows the modeler to tune interregional inequality aversion di-

1. I use the term interregional instead of intragenerational inequality to refer to contemporaneous
welfare differences across regions. I use intergenerational inequality to refer to welfare differences
across time.

2. Moreover, risk aversion is tied to this parameter choice as well. Both the RICE2013 Excel
implementation and my extensions, however, are deterministic.

3. In their published implementation, Rogna and Vogt (2022) restore concavity by applying a
concave transformation to the FS aggregator, which effectively reintroduces curvature—and thus inter-
temporal weighting—in utility space. In contrast, my approach keeps FS comparisons within periods
and, when desired, matches the CRRA benchmark’s intertemporal weighting through a discounting-
adjustment option.
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rectly, including its directional composition into envy and guilt. Second, to keep the
intertemporal weighting comparable to the CRRA benchmark, I use regional savings
rates from a CRRA result and offer a discounting-adjustment option that runs the model
with both CRRA and FS utility and imports the CRRA benchmark’s intergenerational
weighting into the FS run. This makes it possible to vary interregional inequality aver-
sion through the FS parameters without mechanically changing intergenerational dis-
counting at the same time. Third, I use these ingredients to generate new cooperative,
Nash, and coalition scenarios under alternative equity assumptions and to trace how
equity concerns shape burden sharing, total abatement, and temperature outcomes.
Related work has also tried to unbundle interregional and intergenerational inequal-

ity aversion. For instance, Anthoff and Emmerling (2019) propose a decomposition (in
the spirit of Epstein–Zin) that separates intergenerational and interregional inequality
aversion for the social cost of carbon computed from existing scenarios. In contrast,
my approach can be used to generate new scenarios—including strategic and coalition
behavior—under different inequality aversion parameters.
To discipline heterogeneous FS parameters, I combine two calibration approaches

based on observed intracountry redistribution and foreign aid contributions. This cal-
ibration contributes to the literature on welfare analysis under FS preferences (Sen,
1973; Schmidt and Wichardt, 2018) and may be of independent interest beyond the
climate application. I use calibrated parameters for representative countries to parame-
terize regions and to generate scenarios in the IAM.
The results show why it matters to separate interregional and intergenerational eq-

uity concerns. In standard CRRA-based IAMs, the single curvature parameter governs
both contemporaneous equity and how strongly a richer future is discounted. In the
CRRA benchmark, increasing the curvature parameter steepens effective discounting
in a growing economy, so optimal abatement falls and temperatures rise; this inter-
generational discounting channel dominates. By separating interregional equity from
intertemporal weighting in the FS specification (and matching CRRA discounting when
desired), changes in interregional inequality aversion no longer automatically move the
discounting lever, making it possible to study distributional forces in their own right.
In the FS specification, interregional inequality aversion can be varied holding inter-

temporal weights fixed, and the aggregate temperature response is non-monotonic in
its overall strength (the combined magnitude of envy and guilt). The reason is burden
sharing: stronger interregional inequality aversion shifts mitigation burdens towards
richer regions,⁴ which initially raises total abatement and lowers temperatures. Once
rich regions approach full abatement, however, further increases in interregional in-
equality aversion can only shift the burden by letting poorer regions abate less, so total
abatement falls and temperatures rise.

4. This pattern remains even when Negishi weights are used, because the within-period consump-
tion externality implied by FS preferences is not removed by marginal-utility equalization.
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Under uncooperative Nash behavior, the composition of interregional inequality aver-
sion becomes important. A stronger guilt component increases abatement by internaliz-
ing damages to poorer regions, whereas a stronger envy component reduces abatement,
so predicted global temperature increases are smaller under guilt and larger under envy.
Finally, in the coalition setting, FS preferences can support a fully stable coalition

with substantial participation in one specification,⁵ whereas in the CRRA benchmark no
coalition larger than two regions is internally stable. This suggests that Barrett’s para-
dox⁶ need not apply once regions have FS preferences. However, large stable coalitions
remain the exception rather than the rule in the calibrated setting.
More broadly, the paper speaks to how welfare assumptions in IAMs should be inter-

preted. In CRRA-based IAMs, the single curvature parameter jointly governs intertempo-
ral welfare weights and contemporaneous equity, so varying “inequality aversion” typ-
ically changes discounting and can dominate the response of temperatures and abate-
ment. By separating interregional equity from intergenerational weighting, I can trace
how equity concerns affect burden sharing and strategic incentives directly, rather than
through the discounting channel. This connects normative claims about fairness to pos-
itive predictions about behavior in international negotiations, and it opens the door to
disciplining equity assumptions empirically without conflating them with discounting.
The remainder of the paper proceeds as follows. Section 2 provides background

on the RICE model, the CRRA benchmark, and Fehr–Schmidt inequality aversion. Sec-
tion 3 explains how my RICE FS implementation differs from standard RICE and how
the discounting adjustment is constructed. Section 4 describes the calibration of hetero-
geneous FS parameters. Section 5 clarifies how the CRRA and FS specifications map
into interregional and intergenerational inequality aversion and motivates the compa-
rability adjustment. Section 6 reports results for the social planner, the Nash equilibria,
and climate coalitions. Section 7 concludes. Replication instructions are provided in
Appendix A and in my GitHub repository.

2 Background and Related Literature

In this section, I provide background information about the RICE IAM and Fehr–Schmidt
preferences for readers that are not familiar with them.

2.1 The RICE IAM

The RICE (Regional Integrated Climate-Economy model) IAM is a regionally disaggre-
gated relative of the DICE IAM (Nordhaus, 1993). It was first presented in Nordhaus
and Yang (1996).

5. The fully stable coalition is (US, JAP, RUS, CHI, MEST, LAM, OTH).
6. “[W]hen cooperation is possible, it does not matter, and when it does matter, cooperation is

not possible” (Jeppesen et al., 1998, p. 70).
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Figure 1. The twelve regions in the RICE2013 Excel version ordered by their initial net output per
capita.

The model is a Ramsey–Cass–Koopmans growth model in which regions can decide
whether they want to emit greenhouse gases (GHG) or use a clean backstop technology.
The emission decision enters into a reduced-form carbon cycle that governs temperature
dynamics, which in turn cause economic damage.
My Python model is based on the RICE2013 Excel version. The model divides the

world into N “ 12 regions that you can see in Figure 1. Compared to its predecessors,
the 2013 version adds a sea level rise module and resulting flooding damages. The
model spans 60 decades from the first exogenous period 2005, via the first endogenous
model period 2015 to the final period 2605. The regional population, Li,t, total factor
productivity, Ai,t, carbon intensity, σi,t, land-use emissions, Elandi,t , and non-CO2 radiative
forcing, Fext , enter as exogenous time series. Each decade, the regions decide for a
carbon tax policy.

Economic block. Each region produces gross output, Qi,t (in trillion $), using a Cobb–
Douglas technology,

Qi,t “ Ai,t Kγi
i,t

´

Li,t

1000

¯1´γi

, (1)

where Ki,t is the capital stock (in trillion $) and L{1000 is the population (in billions).
To get the net output, Y (in trillion $), the climate damages, D (fraction of gross

output), and abatement costs, AB (fraction of gross output), are subtracted from the
gross output,

Yi,t “ Qi,tp1 ´ Di,t ´ ABi,tq. (2)

Capital evolves according to

Ki,t “ p1 ´ δiq
10Ki,t´1 ` 10Ii,t´1, t ě 2, (3)

4



with the first modeled period initialized from the calibrated pKi,0, Ii,0q.
Investment is the saved share of net output, Ii,t “ Si,tYi,t (in trillion $), and consump-

tion, C (in trillion $), is the residual,

Ci,t “ Yi,t ´ Ii,t. (4)

The savings rate Si,t P r0, 1s is either endogenous for some periods and constant for the
rest or fixed to an exogenous schedule for comparability across runs.

Emissions and abatement costs. The control rate µi,t P r0, 1s determines industrial
emissions,

Eindi,t “ σi,t p1 ´ µi,tq Qi,t, (5)

and total global emissions aggregate industrial and land-use emissions,

Etott “

N
ÿ

i“1

´

Eindi,t ` Elandi,t

¯

. (6)

The share of gross output spent on emission abatement takes the standard convex re-
duced form,

ABi,t “ θ1,i,tµ
θ2
i,t . (7)

Carbon cycle and temperature dynamics. The carbon cycle is represented by three
reservoirs (atmosphere, upper ocean/biosphere, lower ocean) with a linear transition
system, and atmospheric CO2 drives radiative forcing. In each decade, atmospheric car-
bon evolves as current emissions plus transfers across reservoirs; the temperature fol-
lows a two-box energy-balance system (atmosphere and deep ocean) with radiative
forcing as input. Formally, with atmospheric mass Mat

t and temperature Tatt , radiative
forcing is

Ft “ η log2

´

Matt
M1900

¯

` Fext , (8)

and the carbon and temperature states follow the RICE transition coefficients.

Sea level rise and damages. Sea level rise is endogenous and decomposed into ther-
mal expansion, glaciers and small ice caps, Greenland ice sheet, and Antarctic ice sheet,
which are then summed into total SLR. Economic damages, D, depend on temperature
and sea level rise and have region-specific parameters reflecting how exposed the differ-
ent regions are to damages from temperature changes and sea level rise. The economic
damages are expressed as a fraction of the gross output.
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CRRA utility. Being a Ramsey–Cass–Koopmans growth model, the RICE model uses
the CRRA utility function for its objective. Each region i evaluates outcomes in terms
of per-capita consumption, c̃i,t (in thousand $),

c̃i,t ” 1000 ¨
Ci,t

Li,t
. (9)

The period utility of a region, U, is the utility of the per-capita consumption multiplied
with the regional population, L (in millions),

UCRRAi,t “ Li,t

˜

c̃1´η

i,t

1 ´ η
` 1

¸

, (10)

where η“ 1.5 is the curvature parameter that is common across regions. To aggregate
a region’s welfare over time, future utilities are discounted with a common pure rate of
time preference of ρ “ 0.015 per year. See Section 5 for more information about how
this CRRA utility function reflects inequality aversion.

Negishi weights. The CRRA utility function is concave, so summing all regional wel-
fares for the objective of the social planner leads to redistribution from rich to poor
regions (via abatement costs). Because IAMs are about climate damages, this indepen-
dent motive for redistribution is unwanted. To remove the motive for redistribution,
Negishi weights, going back to Negishi (1960), are added to the social planner’s objec-
tive in the RICE model.
Negishi weights remove the social planner’s desire for redistribution by giving richer

regions with lower marginal utilities a larger weight in the social welfare function and
poorer regions with higher marginal utilities a lower weight. Negishi weights are com-
puted from a baseline run as the inverses of the marginal utility, normalized to sum up
to unity, in each period. Thus, with Negishi weights, all regions have the same marginal
contribution to the social planner’s objective, freezing in the wealth inequality from the
baseline run.
For arguments against using Negishi weights on the grounds that they reinforce

inequality, see Stanton (2010).

2.2 Fehr–Schmidt Inequality Aversion

From the 1980s on, researchers were wondering about subjects’ “too” generous actions
in lab experiments. In the ultimatum game, many offered half of the pie, although
this offer seemed more than sufficient to not get rejected. Admittedly, the generosity
may be explained with risk aversion or too pessimistic beliefs about recipients’ rejection
threshold. And a non-zero rejection threshold is not compatible with homo oeconomicus
one-shot behavior itself. Removing the rejection threat in the essentially non-strategic
dictator games shows that subjects still did not take the whole pie. In other games,
such as public good games, subjects somewhat cooperated as well.
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To explain these puzzles, the ERC model (Bolton and Ockenfels, 2000) and the
Fehr–Schmidt inequality aversion model (Fehr and Schmidt, 1999, 2006) have been
proposed. Both models assume people to be inequality averse rather than being only
motivated by their own payoff. That is, they suffer a disutility from inequality and take
this disutility into account when deciding about distributions.
Fehr–Schmidt (FS) inequality aversion posits that an individual takes their own

income or consumption level as a reference point. They feel a disutility called envy,
α, from being behind others (disadvantageous inequality) and a disutility called guilt,
β , from being ahead of others (advantageous inequality). The standard Fehr–Schmidt
utility of individual i in a game with N players depends on every player’s payoff xi, i P

t1, . . . ,Nu. The utility function is

uipx⃗q “ xi ´ αi ¨
1

N ´ 1
¨
ÿ

j‰i

maxtxj ´ xi, 0u ´ βi ¨
1

N ´ 1
¨
ÿ

j‰i

maxtxi ´ xj, 0u. (11)

Fehr and Schmidt (1999) assume that 0 ď βi ď αi and βi ă 1. The first restriction
captures that disadvantageous inequality (envy) typically hurts more than advantageous
inequality (guilt). The upper bound βi ă 1 ensures that utility remains increasing in
own payoff, so that individuals do not burn their money to reduce advantageous in-
equality.
In public good games, FS preferences can generate positive contributions (Fehr and

Schmidt, 1999). Intuitively, sufficiently guilt-averse players (high β) dislike ending up
ahead of others and may therefore be willing to contribute if enough others do so as
well. These cooperative outcomes are, however, fragile: Whenever many others free
ride, contributors risk falling behind, and a large envy parameter α makes the outcome
of “being the sucker” particularly unattractive.
In public good games with a costly punishment stage, full cooperation is a subgame-

perfect equilibrium if there exists a group of “conditionally cooperative enforcers” (Fehr
and Schmidt, 1999). These players must be willing to cooperate when others cooperate
(sufficiently large β) and they must dislike being behind strongly enough (sufficiently
large α) to credibly punish deviators. In fact, one such enforcer may be enough to
sustain cooperation.
For more information on Fehr–Schmidt inequality aversion, see (Fehr and Schmidt,

1999, 2006) and the meta-study by Nunnari and Pozzi (2025).

3 Implementation

My Python RICE model is based on the version used in Rogna and Vogt (2022) that in
turn is based on the RICE2013 Excel version. The optimization is done using the Python
package Pyomo and the nonlinear optimization software library IPOPT. Compared to
the other RICE models, I have made two changes concerning one smoothing and how
the baseline benchmark is calculated. Moreover, I have added several options that the
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user can select, including endogeneity of savings rates, the utility function to be used
and how FS comparisons are weighted, whether to adjust the discounting in FS, and
whether to use Negishi weights.⁷

Antarctic ice sheet melt rate (smoothing). In the Excel version, there is a jump
in the Antarctic ice sheet melt rate when the atmospheric temperature exceeds the
pre-industrial level by 3 degrees centigrade. Because IPOPT has problems with discon-
tinuities, I smooth the jump using a logistic blend.

No abatement baseline (benchmark). The baseline run is used to compute Negishi
weights and may be used as a benchmark.
In the Excel version, the baseline is implemented via an exogenous carbon-price

schedule. The effective carbon price consists of a small global component (initially
0.001 $/tC) plus an additional Hotelling-rent component constructed as a highly con-
vex function (exponent 12). The Hotelling component rises over time, and in addition
the global component jumps discretely to 1,200 from 2265 onward. In parallel, the
backstop price begins to halve each decade from 2255 onward. Together, these features
imply that the model’s abatement share rises steeply toward (near-)full abatement in
the far future.
In the RICE implementation that I build upon, I cannot feed carbon taxes into the

model. The reason is that the maximization is done by choosing the abatement share
directly. The abatement share feeds into the objective via the additional cost of using
the backstop technology instead of the dirty technology. Therefore, I needed to calculate
the baseline differently.
I prescribe an abatement path with no abatement at all up to the period in which

the backstop price begins to drop quickly (here, 2255), and full abatement thereafter.
Therefore, I refer to my baseline as the no abatement baseline.
The differences between my no abatement baseline and the baseline in the Excel

version are small. Because the Hotelling component is very convex while the global
tax remains near zero for a long time, implied abatement in the Excel baseline stays
close to zero and then increases sharply in the late horizon, around the same period
as the jump in my baseline. In 2105, the global atmospheric temperature lies 3.64
degrees centigrade above the pre-industrial level in the Excel version as compared to
3.63 degrees in my no abatement baseline.

Units of abatement cost and climate damages. I express abatement cost, AB, and
climate damages, D, not as a fraction of gross output but as the total amount directly.
That is, in trillion $.

Savings rates (option). It is common in IAMs to keep savings rates exogenous to make
results comparable across regimes. In my model, there is an additional reason to do so.

7. Instructions on how to set these options are in Appendix A.
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With FS preferences, the objective is piecewise linear in consumption. If savings were
endogenous, this piecewise linearity would lead to savings and consumption paths that
are too extreme to be realistic. Therefore, throughout the paper I impose an exogenous
regional savings path taken from a CRRA social-planner run. I do not use FS utility with
endogenous savings rates in my results, but the model allows you to do so if desired.⁸

Fehr–Schmidt utility (option). The main change I make is endowing regions besides
the CRRA utility function additionally with a Fehr–Schmidt (FS) inequality-averse utility
function (Fehr and Schmidt, 1999, see Section 2.2 for background and references).
Following the RICE convention, per-capita consumption measured in “thousands” enters
into the utility function,

c̃i,t ” 1000 ¨
Ci,t

Li,t
.

Each region consists of a population of representative agents, so each region’s period
utility is the sum of identical individuals’ utilities. For region i in period t, FS utility is

UFSi,t “ Li,t

˜

c̃i,t ´ αi

ÿ

j‰i

wij,t maxtc̃j,t ´ c̃i,t, 0u ´ βi

ÿ

j‰i

wij,t maxtc̃i,t ´ c̃j,t, 0u

¸

, (12)

where the parameter αi ě 0 measures disutility from disadvantageous inequality
(“envy”), βi ě 0 measures disutility from advantageous inequality (“guilt”), and wij,t

is the respective comparison’s weight.
I allow the user to choose between two options for the weighting of interregional

comparisons, that is, how wij,t is computed. There are two options.
If population-weighting is deactivated, I treat each region as a player in the standard

FS sense. The weight is then the average across other regions,

wij,t “
1

N ´ 1
, j ‰ i, (13)

where N is the number of regions (usually 12).
If population-weighting is activated, I weight each other region by its population

share in the rest of the world,

wij,t “
Lj,t

ř

k‰i Lk,t
, j ‰ i. (14)

An equivalent interpretation is that each representative agent compares themselves to
all inhabitants of the other regions, out of which Lj,t, the number of representative
agent’s in region j are identical. All my results reported below are from runs with this
option activated.
I implement the FS utility function with smoothed comparison terms. The maxtx, 0u

operator is kinked at 0, so to solve the problem with the interior-point methods from

8. The savings rate in the last period is always set exogenously to 0.
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IPOPT, one would need to add one non-negativity constraint per comparison. To solve
the problem more efficiently, I approximate maxtx, 0u with a differentiable expression

maxtx, 0u «
1
2

´

x `
a

x2 ` ϵ2
¯

, (15)

with a the smoothing parameter ϵ “ 0.0001 measured in the same units as c̃i,t. When-
ever x ă 0, this smoothed expression is not exactly 0, but negligibly small.
For the FS parameters I use in my homogeneous parameter sweeps below, I take into

account the proposed inequalities in Fehr and Schmidt (1999). Advantageous inequality
is perceived less bad than disadvantageous inequality aversion, so guilt does not to
exceed envy, βi ď αi. Moreover, I restrict βi ď 0.5. These restrictions are also satisfied
for the calibrated heterogeneous parameters from Section 4.

Discounting adjustment (option). Because the FS utility function is piecewise linear,
there is no social discounting of richer future generations. To make the FS model results
more comparable to the CRRA results, I add the option to adjust the pure rate of time
preference, explained in Section 5.2.

Negishi weights (option). In the FS utility case, I compute Negishi weights from each
region’s own marginal utility of consumption. That is, the cross-region consumption
externalities in FS (envy and guilt) are not included in the Negishi weights. In other
words, the weights are constructed from private marginal utilities rather than from full
welfare contributions. In the CRRA utility case, this distinction does not arise as there
are no externalities.
The normative implication is that even under Negishi weighting, the planner can

still have an incentive to redistribute consumption in the FS case: Making one region
richer still imposes a negative externality (envy) on poorer regions and a positive exter-
nality (reduced guilt) on richer regions.
Moreover, I have added the option to run the model without Negishi weights.

4 Calibrating Fehr–Schmidt Parameters

In this section, I present two models and data to calibrate regions’ FS parameters.
From each model, I derive one first-order condition, which combined pin down the
FS parameters. The first model looks at intracountry redistribution and post tax Gini
coefficients, the second model looks at intercountry foreign aid transfers through World
Bank’s International Development Association (IDA).⁹ Then, I use data to calibrate these

9. In this paper, I use two different decision problems that are somewhat inconsistent with
each other, as for simplicity, in either problem I ignore the other one. Admittedly, it would be more
convincing to derive the FS parameters from one model as that would ensure internal consistency. This
task is left for future research.

10



parameters, and, finally, choose one dominant country per region whose FS parameters
I will use in the IAM for the whole region.
Why deriving FS parameters from data? Exploring the effects of different FS param-

eters on IAM outcomes is interesting, but to ultimately make use of the model, we need
FS parameters that reflect reality. These empirically grounded FS parameters are neces-
sary to predict regions’ behavior especially in the non-cooperative IAM modes (Nash and
climate coalitions): Is a climate coalition unstable and its members will shirk? Which
regions will internalize the climate damage they cause to other regions?

4.1 The Big Tradeoff and Gini Coefficients

In his critique of socialism, Okun (1975) argues that capitalistic markets provide in-
centives for the efficient use of resources. The efficient use of resources maximizes the
mean income. The flip-side of these incentives is that they lead to an unequal distri-
bution of wealth. Unequal incomes are not compatible with the idea of equal humans.
But if a society tries to make the distribution of wealth more equal, it will usually dis-
tort the market’s incentives, creating inefficiency and reducing the mean income. This
big tradeoff between efficiency and equality is the core of the leaky bucket thought
experiment.1⁰ The “optimal” degrees of transfers will depend on society’s preferences
for equality and its cost, the leakage.
The most common interpretation of the leaky bucket is a government that raises

distortive taxes: To reduce the inequality, the government can invest in education op-
portunities for the poor or simply transfer money. But to do so, the government needs
to raise funds; to tax its citizens. Taxes to raise public funds distorts relative prices,
causing a deadweight loss and reducing efficiency.
If the government reflects the society’s preferences for equality, the redistribution

through taxes is only complementary to other kinds of redistribution which also lead
to inefficiency. The society’s preferences for equality are also reflected in its norms and
negotiation outcomes. For example, in some inequality averse societies, farm land is be-
queathed equally to all sons, leading to a more equal distribution but inefficiently small
patches. In less inequality averse societies, farm land is bequeathed to the eldest son
only, leading to an unequal distribution but more efficient patch sizes. Similarly, there
are norms to split profits or to give something back to society, making the distribution
more equal but reducing the incentives to achieve profits.
In the following model, I analyze the tradeoff between efficiency and equality

within a single country. I first use existing results to present the preference side of
the tradeoff and then make assumptions on the cost side of the tradeoff. Together, as-
suming that a country maximizes the sum of its citizens’ utilities—through social norms

10. If we want to transfer wealth from the rich to the poor, we need to use a leaky bucket: Some
of the transfer will be spilled; the rich lose more than the poor gain.
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and government actions—observing the country’s post tax Gini coefficient lets me back
out their preferences.

Assumption 1. Each country maximizes its social welfare defines as the sum of its
citizens’ utilities.

The Preference Side of the Big Tradeoff. Sheshinski (1972), Sen (1974), Sen (1973,
p. 31), and Hey and Lambert (1980) have shown that the income differences (also
called relative deprivation) within a country sum up to its Gini coefficient. Because FS
preferences also use income differences, Schmidt and Wichardt (2018) have shown that
under homogeneity the FS social welfare function simplifies as follows:

Assumption 2 (Intracountry homogeneity). All citizens of a country have the same FS
preferences (or alternatively, the social planner of the country imposes the same FS
preferences on everybody).

Denote the set of citizens by I. Under assumption 2, the FS SWF, the sum of all
citizens’ utilities simplifies to

Wp
Ñ
x q “

ÿ

iPI

Uipxi,
Ñ
xjq (16)

“
ÿ

iPI

˜

xi ´ α ¨
1

n ´ 1
¨
ÿ

j‰i

maxt
`

xj ´ xi

˘

, 0u ´ β ¨
1

n ´ 1
¨
ÿ

j‰i

maxt
`

xi ´ xj

˘

, 0u

¸

(17)

« µ ¨ p1 ´ pα` βq ¨ Gq ” W pµ,Gq (18)

where µ is the country’s average income, α and β are the common FS parameters,
and G is the country’s Gini coefficient. The approximation sign comes from Fehr and
Schmidt (1999) normalizing the sum with the number of other players

`

1
n´1

˘

and not
the number of all players

`

1
n

˘

, which is a negligible difference in a large country.11
The FS SWF (18) is the preference side of the big tradeoff. Each country wants

a higher average income, but the inequality of its citizens as measured by the Gini
coefficient diminishes the welfare. The inequality aversion of the society is the sum of
the homogeneous FS parameters, pα` βq. The larger the sum is, the more the unequal
distribution of wealth matters.
Thus, a more inequality averse society is willing to incur higher cost in terms of lost

mean income to achieve a more equal distribution of incomes, which brings us to the
cost side of the big tradeoff.

11. This result reminds of Sen’s social evaluation function µ ¨ p1 ´ Gq. Sen subtracts the average
relative deprivations from the mean income. With FS preferences, the relative deprivations get weighted:
Someone being richer causes disutility weighted with envy α and someone being poorer causes disutility
weighted with guilt β .
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The Cost Side of the Big Tradeoff. To calibrate α` β for each country from the
observed inequality, we need to assume the relationship between the average income
and the Gini coefficient of the country. I assume that the cost of decreasing the Gini
coefficient is quadratic.12

Assumption 3 (Quadratic cost of reducing the Gini coefficient). The cost of reducing
the Gini coefficient is quadratic in terms of the average income:

µ0 ´
κ p1 ´ Gq

2

2
¨ µ0. (19)

The cost parameter is κą 0.

I assume that the cost parameter is the same for all countries.

Assumption 4 (Homogeneous Gini reduction cost). All countries have the same
quadratic relationship between their average income and their Gini coefficient; includ-
ing the same κ.

In Section 4.3, this assumption allows me to recover the homogeneous cost param-
eter from knowing one country’s FS parameters.
This cost structure incorporates the tradeoff between efficiency and equality. The

average income is maximized at the extreme Gini coefficient of 1, where one person
owns everything. This maximal average income is µ0. Reducing the Gini coefficient
reduces the average income. The smaller the Gini coefficient already is, the larger is
the marginal distortion from reducing it further.13

Bringing together the Preferences and the Cost. Given a countries preferences for
equality, measured by the FS inequality aversion, α` β , and the efficiency loss from
increasing equality, measured by the quadratic cost, I can determine a country’s optimal
post tax Gini coefficient.
Plugging the quadratic cost into the FS SWF yields

W pGq “

˜

µ0 ´
κ p1 ´ Gq

2

2
¨ µ0

¸

¨ p1 ´ pα` βq ¨ Gq (20)

12. In the pioneering approach, Andersen and Maibom (2019) propose an exponential cost. They
ask the question whether the negative correlation between GDPs and Gini coefficients means that the
big tradeoff does not exist. They estimate a joint technological efficiency/equality possibility frontier of
the OECD countries. Only countries on the possibility frontier (such as the USA and Sweden) inevitably
face the big tradeoff. Countries in the interior (such as Italy) can use technological progress to move
into the more income and more equality direction (although they can also move in parallel to the
frontier, trading efficiency and equality). Indeed, in the USA and Sweden the mean income and the
Gini coefficient change in opposite directions.

In my model, I abstract from progress and moving towards or away from a joint frontier.
Instead, each country has an individual efficiency/equality frontier on which the respective country
needs to trade off efficiency and equality.
13. The exponential cost in Andersen and Maibom (2019) shares this property.
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and taking the derivative with respect to the Gini coefficient yields the first-order con-
dition

W1
pGq “ pκ ¨ p1 ´ Gq ¨ µ0q ¨ p1 ´ pα` βq ¨ Gq ´

ˆ

µ0 ´
κp1 ´ Gq2

2
¨ µ0

˙

¨ pα` βq
!

“ 0.

(21)

Proposition 1. If α` β ą 0, then the FS SWF is maximized at

G˚ “ max

#

0,
2
3

`
1

3pα` βq
´

a

κ ¨ p1 ´ pα` βqq2 ` 6pα` βq2

3
?
κ ¨ pα` βq

+

. (22)

If and only if α` β “ 0, the FS SWF is maximized at G˚ “ 1.
Comparative statics: If the optimal Gini coefficient G˚ is positive, it is strictly decreasing

in the sum of the society’s Fehr-Schmidt parameters α` β .

You find the proof in Appendix B.
The first-order condition (21), shows the relationship between a country’s inequality

aversion and its optimal Gini coefficient. Conversely, from observing a country’s Gini
coefficient G, assuming it is optimal, I can deduce the country’s α` β . To pin down α
and β separately, I need another equation.

4.2 Foreign Aid as Voluntary Transfers

In the second model, I ignore inequality within countries and focus on the inequality
between countries: A transfer to a poorer country reduces the inequality between coun-
tries as it makes the recipient richer and the donor poorer. A country with a positive
guilt parameter β has a positive willingness to pay for such a transfer. However, to make
this willingness to pay large enough, I need to add another benefit from giving, a guilt
cleansing. While I introduce the general voluntary transfer model first, I show that it
quite naturally simplifies to a model in which each country only chooses whether and
how much foreign aid to give through World Bank’s IDA.

Players. Players are countries. The set of countries is I, with n “ |I|. The particular
country whose utility is analyzed is denoted by i P I, and a generic other country is
denoted by j P Iztiu. Each country i has population Li. Let L ”

ř

kPI Lk denote world
population and L´i ” L ´ Li the population outside country i.

Strategies. Each country i has per-capita resources given by an exogenous income
xi plus received transfers qTi. Country i spends its resources on one per-capita transfer
tij ě 0 to each other country j ‰ i and on consumption (the residual). Note that “per-
capita” refers to the analyzed country’s population. Thus, the sum of outgoing per-capita
transfers is

pTi ”
ÿ

j‰i

tij,
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and the sum of incoming per-capita transfers is

qTi ”
ÿ

j‰i

Lj

Li
¨ tji.

That is, when a country transfers tij units per its own capita, the total transfer is Li tij,
so the recipient country receives Li

Lj
¨ tij units in its capita.

Payoffs. The standard Fehr–Schmidt model cannot explain voluntary transfers well.
Donating reduces the inequality by too little to be rationalized by plausible guilt param-
eters.1⁴ Thus, the modified dictator game leverages the voluntary transfer with varying
factors, so the recipient receives more than the donor gives, to elicit the guilt param-
eters (Dannenberg, Sturm, and Vogt, 2010; Blanco, Engelmann, and Normann, 2011,
see for example). In my context, an alternative modeling assumption mimicking this
would be to have foreign aid transfers increase the recipient’s GDP by more than the
transfer.
The modeling assumption I make, however, follows the experimental evidence that

suggests additional pro-social motives (e.g. warm glow or moral self-image) in non-
strategic settings. The meta-study by Nunnari and Pozzi (2025) finds that FS exper-
iments yield systematically larger estimates for the guilt parameter in non-strategic
settings (dictator game), compared to strategic settings (ultimatum game), suggesting
the standard FS model is misspecified. Handgraaf et al. (2008) explain this discrepancy
with an additional altruism towards powerless players. As the voluntary transfers are
such a case, I add a psychological guilt-cleansing term that reduces the giving player’s
guilt by more than the mechanically reduced inequality would suggest.

Assumption 5 (Psychological giving benefit). A per-capita transfer from i to a poorer
country yields an additional utility benefit proportional to βiρ per dollar per capita
transferred (in addition to the standard FS inequality terms).

The other parts of a country’s utility function are standard.
The material payoff is consumption per capita,

ci ” xi ` qTi ´ pTi.

Countries compare their own per-capita consumption with that of other countries,
weighted by population. From the perspective of country i, each other country j ‰ i
enters with weight

ωij ”
Lj

L´i
.

14. In a two-player setting, the richer player only donates to the poorer player if βr ě 1{2. In
a three-player setting, the richer player would need βr ě 2{3 and the middle player would need
βm ě 1 `αm{2.
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That is, I normalize the number of other players to 1 for each country and weight each
country with its share of the population of the rest of the world.
Define also the population-scaling term

λi ”
Li

L´i
.

Country i’s utility is

Ui “ ci ´ αi

ÿ

j‰i

ωij maxtcj ´ ci, 0u ´ βi

ÿ

j‰i

ωij maxtci ´ cj, 0u ` βiρ
ÿ

j‰i

tij 1pcjăciq
, (23)

where the second term captures disutility from being poorer than others (“envy”) gov-
erned by αi, and the third term captures disutility from being richer than others (“guilt”)
governed by βi. The last term captures an additional psychological guilt-cleansing bene-
fit from giving to poorer countries (beyond the mechanical inequality reduction implied
by the FS terms), parameterized by ρ ě 0. Here I use the indicator function

1pconditionq ”

#

1 if (condition) is true,
0 otherwise.

Furthermore, as the guilt cleansing parameter ρ is unknown, I assume that all
countries have the same parameter, explaining why there is no subscript.

Assumption 6 (Homogeneous guilt cleansing). All countries share the same parameter
ρ.

This assumption will allow me to recover the homogeneous parameter from the
behavior of a country whose FS parameters are known in Section 4.3.

Timing and information. The voluntary transfers game is an one-shot simultaneous-
move game under complete information.
Having defined the general voluntary transfer game, I now show that I can restrict

to a simpler foreign aid contribution game that looks a lot like World Bank’s IDA.
The two observations are that optimally, all transfers go exclusively to poorer players
and that the exact identity of the poorer recipient does not matter. To make these
observations, look at the marginal utility of making transfers.
To express the marginal utilities concisely, a useful piece of notation is which share

of others are richer or poorer. Using the population weights ωij, define the shares of
the other-world population that are richer and poorer than i as

Ri ”
ÿ

j‰i

ωij 1pcjąciq
, (24)

Pi ”
ÿ

j‰i

ωij 1pcjăciq
. (25)

Throughout, I assume that there are no ties in consumption per capita, so Ri ` Pi “ 1.
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Now consider the implied consumption changes from increasing a single transfer tij

by a marginal unit. The increase reduces ci by one unit. It increases cj by Li{Lj units,
because the total transfer is Li tij and is spread over Lj citizens.
The marginal utility of increasing the transfer depends on whether the recipient j is

poorer or richer than the donor i. For a poorer recipient (cj ă ci), the donor’s marginal
utility is

BUi

Btij
“ ´1 ´ αiRi ` βi pPi ` λi ` ρq, for cj ă ci, (26)

where I used the following simplification for the population terms in the middle term
inside the parentheses:

ωij ¨
Bcj

Btij
“

Lj

L´i
¨

Li

Lj
“

Li

L´i
” λi.

The first term is the material consumption loss, the second term is the increased envy
towards those that are richer from becoming poorer, and the parenthesis consists of
two parts from mechanical transfer—reduced guilt towards those that are poorer from
becoming poorer oneself and towards the recipient of the transfer that becomes richer—
and the additional psychological guilt-cleansing effect.
The marginal utility of increasing a transfer to a richer recipient (cj ą ci), increases

envy (rather than reducing guilt), and the additional guilt cleansing benefit does not
apply. The marginal utility is

BUi

Btij
“ ´1 ´ αiRi ` βi Pi ´ αiλi, for cj ą ci. (27)

The first two terms are again the reduced consumption and increased envy, the third
term is the reduced guilt towards those that are poorer from becoming poorer oneself,
and the fourth term is the increased envy towards the richer recipient of the transfer.

Corollary 1 (Transfers target strictly poorer countries). If any FS parameter is strictly
positive, it is strictly better for a country to make transfers to strictly poorer countries
rather than to richer countries. Therefore, countries can improve their utility by redirecting
all transfers to strictly poorer countries. Hence, in equilibrium, countries direct voluntary
transfers only to strictly poorer countries.

Proof. Take j with cj ă ci and k with ck ą ci. Subtracting (27) from (26) gives

BUi

Btij
´

BUi

Btik
“ pαi ` βiqλi ` βiρ ě 0,

with strict inequality whenever αi ` βi ą 0.

17



Corollary 1 implies that it is without loss of generality to restrict attention to transfer
vectors that allocate only to poorer countries.
Moreover, (26) shows that (abstracting from consumption ties) the marginal utility

of giving to any poorer recipient is the same. Therefore, (abstracting from consumption
ties), country i’s best response depends only on total outgoing transfers per capita

pTi ”
ÿ

j‰i

tij,

not on the identity of recipients. Keeping all other countries’ transfers fixed, any real-
location of the same pTi among the strictly poorer recipients is payoff-equivalent for i.
If the reallocation changes neither recipients’ consumption rank or leads to ties, it is
payoff-equivalent for all richer (or more generally for all non-receiving) countries. Thus,
the model does not uniquely pin down the allocation of pTi across poorer recipients.
Both observations together imply that it is without loss of generality to consider the

reduced game in which each country chooses only how much to transfer pTi ě 0 and the
transfers are only allocated to the poorest countries of all.
This reduced game sounds a lot like World Bank’s IDA: IDA pools foreign aid con-

tributions from richer member countries and provides grants and concessional loans to
the world’s poorest countries. The allocation decisions depend on need and institutional
quality and are made collectively.
A problem with using foreign aid payments to calibrate inequality aversion param-

eters are the unobserved motives behind the transfers. Alesina and Dollar (2000) con-
vincingly argue that many foreign aid payments happen due to strategic reasons such
as securing political alliances. Concerning IDA, the collective decision making suggests
that each donor could better achieve its strategic goals by making transfers directly,
leaving inequality aversion or guilt cleansing as motives for contributing to IDA.
The theory predicts that optimally all transfers go to poorer recipients. In the IDA

data, this prediction is overwhelmingly satisfied. In total, 0.05% of contributions go to
richer countries. The most extreme counter example is the poorest donor, Pakistan, for
which 34% of its contributions go to richer countries. Note, however, that Pakistan is
simultaneously a receiver of IDA.1⁵

Assumption 7 (Inequality aversion fully explains voluntary giving). The observed World
Bank IDA contributions are entirely motivated by inequality aversion, as captured by the

15. To calculate these shares, I have extracted the data for IDA country allocations
for the fiscal year 2023 in SDR million from Table 1 in World Bank (2023). To take
into account the concessionality of different grants or loans, I have weighted the alloca-
tions: Grants 1.0, regular IDA credits 0.53, PBA-SMLs 0.36. I have taken these percent-
ages from this report: https://thedocs.worldbank.org/en/doc/91f9f045573a0b9476786cde2e82cb17-
0410012022/original/IDA20-Financing-Terms-Key-Novelties.pdf. Using these weights, I have computed
which share of the total IDA allocations goes to each recipient. Finally, I have summed up the shares
that go to recipients with higher GDP per capita in 2023 PPP dollars.
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guilt-cleansing augmented FS model. That is, I abstract from strategic, geopolitical, or
historical motives for foreign aid and treat FS preferences as a sufficient description of
the preferences driving transfer behavior.

Solving the IDA Contribution Game. The key to solving the IDA contribution game
is noticing that the marginal utility from the contribution to IDA is a step function. The
steps happen at the borders of the consumption ranks, intuitively whenever a country
contributes so much that it gets overtaken by another country, which changes the shares
of richer and poorer others.
In the interior of a consumption rank, the marginal utility of increasing the contri-

bution to IDA is
BUi

BpTi

“ ´1 ´ αiRi ` βi pPi ` λi ` ρq. (28)

Within each consumption rank, this marginal utility is constant in pTi, as Ri and Pi are
constant.
Consider the marginal utility in the interior of the consumption rank one below.

Initially, country i is one consumption rank above country m, so ci ą cm. Now, country
i increases its pTi, by so much that it switches consumption ranks with m, so ci ă cm.
Compared to the situation before the rank switch, country m switches from being poorer
than i to being richer than i, so Ri increases by ωim and Pi decreases by ωim. Therefore
the marginal utility of increasing pTi for country i is lower:

∆

˜

BUi

BpTi

¸

“ ´pαi ` βiqωim ď 0,

with a strict inequality if any FS parameter is strictly positive.
Note that at the border, ci “ cm, the utility function has a kink, so the marginal utility

is not defined. To express marginal utilities at rank borders, I use one-sided derivatives:
BUi

BpTi

ˇ

ˇ

ˇ

ppT˚
i q´
denotes the left-hand derivative of Ui with respect to pTi and BUi

BpTi

ˇ

ˇ

ˇ

ppT˚
i q`
denotes

the right-hand derivative.
Hence, the marginal utility in pTi is a weakly decreasing step function (making Ui

weakly concave in pTi).

Nash Equilibrium of the IDA Contribution Game. In a Nash equilibrium of the IDA
contribution game, each country chooses pTi as a best response given others’ transfers.
Because Ui is weakly concave and piecewise linear in pTi, the best response of country

i, given all other countries’ IDA contributions, falls into one of three cases. These three
cases are illustrated in Figure 2.

(i) Corner solution (no donor). It is optimal to set pT˚

i “ 0 if the right-hand marginal
utility at zero is negative:

BUi

BpTi

ˇ

ˇ

ˇ

ˇ

ˇ

pTi“0`

ă 0. (29)
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pTi

BU

BpTi

0
rank border

rank border rank borderpT
˚
i

(a) First case: Corner solution. The marginal utility of the first unit of transfer is
already negative, so the optimal transfer is pT

˚
i

“ 0.

pTi

BU

BpTi

0
rank border rank border

rank borderpT
˚
i

(b) Second case: Interval solution. The marginal utility of another unit of transfer is
exactly zero within a whole consumption rank region. All transfers that place ci inside
this rank region are optimal.

pTi

BU

BpTi

0
rank border

rank border

cippT
˚
i

q “ cm

(rank border)

(c) Third case: Jump-point solution. The marginal utility of another unit of transfer
jumps from strictly positive to strictly negative at a rank border.

Figure 2. Sketch of the three cases for the optimal total transfer pTi.

(ii) Interval solution (whole rank). If there exists a rank region in which the marginal
utility is exactly zero,

BUi

BpTi

“ ´1 ´ αiRi ` βi pPi ` λi ` ρq “ 0 in the interior of that region, (30)

then any pTi that keeps i within that rank region (including the borders) is optimal.
(iii) Jump-point solution (rank border). If the marginal utility is strictly positive just

below a rank border and strictly negative just above it, then the optimal transfer places
the country exactly on that border. Formally, pT˚

i is a jump-point optimum if
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BUi

BpTi

ˇ

ˇ

ˇ

ˇ

ˇ

ppT˚
i q´

ą 0 ą
BUi

BpTi

ˇ

ˇ

ˇ

ˇ

ˇ

ppT˚
i q`

, (31)

and cip
pT˚

i q “ cm for some m ‰ i.
Below, I will assume that the observed IDA contributions constitute an equilibrium,

which allows me to back out the FS parameters that rationalize the equilibrium strate-
gies. If a country is a donor and its consumption is not tied with any other country, this
country is in the interval solution, so (30) holds. If a country is a donor and its con-
sumption is tied, this country is in the jump-point solution, so (31) holds. If a country
is no donor, it is in the corner solution, so (29) holds.

4.3 Data and Calibration

In this section, I present the data I use to calibrate α and β for the countries. Then, I
present FS parameters from a meta study that I use to recover the Gini cost parameter κ
and the guilt-cleansing parameter ρ. Finally, I bring together the first-order conditions
for the optimal Gini coefficient within a country and those for the optimal contribution
to IDA to calibrate the FS parameters.
For the calibration, I use 2023 data. Moreover, I use or convert all monetary quan-

tities in 2023 PPP dollars. The population data is from World Bank.
As a measure for the exogenous income a country can spend on consumption and

transfers, that is for xi ` qTi, I use the GDP per capita from World Bank.1⁶ That is, I
assume that received foreign aid is reflected in the country’s GDP.
For the contributions to IDA, pTi, I take the “Contribution Amounts in Currency of

Contribution (CoC), millions” from Table 1a-CoC in the final report on IDA20 replenish-
ment (IDA, 2022). As these contributions cover the time between July 1, 2022 and June
30, 2025, I calculate one third of the total contribution as a proxy for the contribution
in 2023. As the donor countries choose the currency in which they contribute and some
contribute in US dollars, I convert their contributions to their Local Currency Units, us-
ing the World Bank’s LCU per US dollar exchange rate for 20231⁷ before converting the
contributions to 2023 PPP dollars.
For the consumption per capita in each country, I subtract the IDA contributions per

capita from the GDP per capita. This implicitly assumes that giving foreign aid neither
reduces (distorting markets by raising funds) nor increases (spend some of the foreign
aid domestically) the donor’s GDP. There are no ties in consumption per capita.
The data on post-tax Gini coefficients in 2023 is from Our World in Data.1⁸ They es-

timate the post tax Gini coefficients using household surveys, tax records, and national

16. https://data.worldbank.org/indicator/NY.GDP.PCAP.PP.CD?locations=DE
17. https://data.worldbank.org/indicator/PA.NUS.FCRF.
18. World Inequality Database (WID.world) (2025) – with major processing by Our World in Data.

“After tax – World Inequality Database” [dataset]. World Inequality Database (WID.world), “World
Inequality Database (WID)” [original data]. https://ourworldindata.org/grapher/gini-coefficient-after-
vs-before-tax-wid-scatter
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accounts data, and, if necessary, extrapolate missing data from other years or trends
in similar countries. Post tax means that they consider taxes and government benefits,
which, if necessary, is constructed using pre tax data and tax and benefit aggregates.

Anchor country and homogeneous parameters. To recover the parameters κ and ρ,
I use predictions from the meta study by Nunnari and Pozzi (2025) for the FS param-
eters of the US. Specifically, I use Table 6, Column 4 with the dummies experimental
method: strategic, type of estimate: median, geographic location: USA, implementa-
tion: in-person, subject population: non-student, estimation: logit. The idea behind this
is that the USA are a democratic country, so the society’s inequality preferences might
be reflected well by the median voter’s preferences. I have chosen the dummies to
predict these. The resulting FS parameters are αUS “ 1.039 and βUS “ 0.072.

Recovering κ and ρ. The relationship between a country’s post tax Gini coefficient,
κ, αi and βi is described by the first-order condition (21). To get κ, I plug in for αUS

and βUS, which yields κ« 2.69.
The relationship between a donor country’s contributions to IDA, ρ, αi and βi is

described by the first-order condition (30), as there are no ties in consumption per
capita. To get ρ, I plug in for αUS and βUS, which yields ρ « 12.91.

4.4 Resulting FS Parameters

With these parameters, I can use the same first-order conditions to recover the αi and
βi of each donor country. The two equations yield a unique pair pαi,βiq for each donor.
For non-donor countries, the corner inequality condition (29) must hold. For these

countries, I can recover αi ` βi and an upper bound for βi. Note that βi “ 0 always
rationalizes not contributing to IDA. Because the calibration for non-donors is imprecise,
I omit the results below.
The total inequality aversion of a society as measured by its αi ` βi follows from the

post tax Gini coefficient and the quadratic cost of reducing it. You can see the calibrated
αi ` βi in Figure 3. You can see that a smaller post tax Gini coefficient means that the
country is predicted to have a larger αi ` βi, that is, to be more inequality averse. The
USA whose αUS ` βUS stem from the meta study are marked by the gray lines.
With the first-order condition for countries’ contributions to IDA, I can split the

total inequality aversion, αi ` βi, into envy, αi and guilt, βi. Intuitively, the comparative
statics of the first-order condition show that larger contributions to IDA are associated
with weakly higher guilt and weakly lower envy. If a country is envious, the comparison
to richer countries is more important, so the country does not want to transfer foreign
aid to poorer countries. If a country feels guilty, the comparison to poorer countries is
more important, so the country wants to transfer foreign aid to poorer countries.
In the scatter plot in Figure 4, you can see the FS parameters of the individual

countries. These are the 52 countries that make contributions to IDA, which tend to be
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Figure 3. The figure shows how the observed Gini coefficient leads to the calibrated α ` β. The
anchor country, USA, is marked by the intersecting gray lines.

the richer countries. α is on the x-axis, β is on the y-axis. The USA are again marked
by the intersecting gray lines.

Figure 4. The figures show the calibrated FS parameters for each country. α is on the x-axis, β is
on the y-axis. The US parameters that are taken from Nunnari and Pozzi (2025) are marked by the
intersecting gray lines.
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The resulting FS parameters are summarized in Table 1. All values fall into sensible
ranges of α and β , as defined for and observed in lab experiments. Moreover, all coun-
tries have αą β , which is a condition suggested by Fehr and Schmidt (1999), implying
that individuals feel worse for being behind than for being ahead.

Table 1. The table summarizes the distribution of calibrated FS parameters in the available data.
The Gini data used to calibrate αi ` βi are available for 190 countries. Separate calibration of αi

and βi uses IDA20 contribution data and is therefore available for the 52 contributing countries.

α ` β α β

count 190 52 52
mean 1.088 1.478 0.088
std 0.509 0.717 0.013
min 0.589 0.508 0.072
25% 0.784 0.823 0.080
50% 0.905 1.443 0.086
75% 1.110 1.959 0.090
max 3.363 3.279 0.133

In Table 2, you can see the Pearson correlation coefficient between the data and
the resulting FS parameters. By construction, the Gini coefficient is strongly negatively
correlated with α` β . Because the variance in β is rather small, compared to the
variance in α, the correlation between α` β and α is almost perfect.

Table 2. The tables show the Pearson correlation coefficients between our data and the calibrated
FS parameters α and β and their sum.

gdp pc Gini pTi α ` β α β

gdp pc 1.00
Gini −0.52 1.00
pTi 0.57 −0.58 1.00
α ` β 0.53 −0.95 0.67 1.00
α 0.50 −0.95 0.59 1.00 1.00
β −0.77 0.35 −0.47 −0.32 −0.33 1.00

Calibration of the RICE Regions. For the RICE model, I need the FS parameters
for the 12 regions. For each region, I have selected a representative country whose
FS parameters I use for the whole region. I hold a country for being representative
when it has a large absolute GDP and population, meaning it is responsible for much of
the region’s GHG emissions and it has a large international bargaining power in climate
treaties. Moreover, I have taken into account the availability of calibrated FS parameters:
For example, I have selected Argentina for the Latin America region because Brazil has
not contributed to IDA20. While the selection is trivial for the one-country regions, you
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may disagree for many of the other regions. You can see my choices and the resulting
FS parameters in Table 3.

Table 3. This table shows the representative countries whose FS parameters I use to represent
their corresponding RICE regions. Ukraine has an asterisk because it has not contributed to IDA20,
so the parameters are calculated differently.

RICE Region Dominant country α β

US USA 1.039 0.072
EU Germany 1.833 0.080
JAP Japan 1.402 0.085
RUS Russian Federation 0.766 0.081
EUR Ukraine˚ 1.531 0.088
CHI China 0.817 0.088
IND India 0.620 0.108
MEST Saudi Arabia 0.586 0.075
AFR Egypt 0.800 0.101
LAM Argentina 0.913 0.086
OHI South Korea 1.433 0.084
OTH Indonesia 0.704 0.101

Data availability is a constraint. For the Eurasia region, which mostly consists of
former Soviet Union or Yugoslavia, there is no country that has contributed to IDA.
Thus, I only have the sum of the FS parameters for these countries. As a solution,
I have taken the total inequality aversion of Ukraine, αUKR ` βUKR, and verified that
the unweighted average of all guilt parameters, Erβs “ 0.088, does not violate the non-
donor condition (29) of Ukraine. Because it does not, I have set βUKR “ Erβs and backed
out αUKR. If you wanted to calculate a region’s FS parameters from some composite of
the individual countries, you would run into similar difficulties.

5 Inequality Aversion in the RICE FS Model

This section separates two equity concepts in the welfare objective. Interregional equity
governs how marginal consumption is valued across regions within a period and there-
fore shapes cooperative burden sharing, because abatement is paid for with foregone
consumption. Intergenerational weighting governs how marginal consumption is valued
across time. Because consumption typically grows over time as technology improves,
the welfare objective may—depending on the preference specification—assign different
marginal weights to consumption of future (typically richer) generations. Abatement is
the mechanism that turns these weights into policy: Less abatement raises future dam-
ages and shifts part of the climate cost onto future generations.
With CRRA utility, a single curvature parameter η affects both roles: It governs in-

terregional equity through diminishing marginal utility and it governs intergenerational
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weighting through the growth component of the Ramsey rule. As a result, comparative
statics in “inequality aversion” typically mix interregional equity with intergenerational
weighting. This conflation has been criticized as an implausible way of representing
distributional preferences (Atkinson et al., 2009).
With Fehr–Schmidt (FS) preferences, envy and guilt are the directional components

of interregional equity, while there is no growth-based component of intergenerational
weighting. Envy is a disutility from disadvantageous consumption comparisons and
guilt is a disutility from advantageous consumption comparisons. Because the utility
function is piecewise linear in own consumption within a given consumption rank, con-
sumption growth itself does not reduce the welfare weight on future consumption; ab-
sent rank changes, intergenerational weighting is driven only by the pure rate of time
preference ρ. To keep intergenerational weighting comparable to the CRRA benchmark
when desired, I implement an optional FS discounting adjustment that imports the CRRA
benchmark’s intergenerational weighting into the FS objective.
For clarity, I use the following terminology throughout. I call a solution cooperative

if abatement paths are chosen to maximize an aggregate welfare objective (as under a
social planner or within a coalition). I call it non-cooperative if each region chooses its
own abatement path to maximize its own utility, taking other regions’ abatement paths
as given (as in a Nash equilibrium).
The remainder of this section proceeds as follows. Section 5.1 explains how CRRA

and FS generate interregional equity (and how Negishi weights interact with each case).
Section 5.2 discusses intergenerational weighting under CRRA and why it is absent in
FS. Section 5.3 then defines the FS discounting adjustment and shows how it aligns
intergenerational weighting with the CRRA benchmark.

5.1 Interregional Inequality Aversion

In this subsection, I discuss interregional equity concerns—normative views about how
welfare should value consumption differences across regions within a given period—
and how they manifest as interregional inequality aversion in the welfare objective. Con-
cretely, an objective is interregionally inequality averse if it assigns a higher marginal
value to consumption in poorer regions. Because RICE does not allow for direct trans-
fers across regions, interregional equity concerns can only operate through burden shar-
ing. Abatement is paid for with foregone consumption, so an inequality aversion shifts
abatement burdens toward richer regions and away from poorer ones.
With CRRA utility, diminishing marginal utility is the only source of interregional in-

equality aversion. In the (regionally aggregated) DICE model, CRRA curvature governs
intertemporal consumption smoothing. With regional disaggregation in the RICE model,
the same curvature also creates a within-period redistribution motive under a utilitarian
objective: Because marginal utility is decreasing in consumption, the marginal welfare
value of consumption is higher in poorer regions. Therefore, in cooperative solutions
without Negishi weights, the social planner has an incentive to shift costs away from
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poorer regions. Since abatement costs reduce contemporaneous consumption, this re-
distribution motive shows up as a shift of the abatement burden toward richer regions.
The stronger the curvature is, that is, the larger the curvature parameter η, the

more quickly marginal utility declines with consumption. As a result, unequal consump-
tion within a period is more costly in welfare terms. Thus, in cooperative solutions
without Negishi weights, increasing η strengthens the planner’s incentive to redistribute
indirectly through abatement: Richer regions abate more and poorer regions abate less.
Negishi weights counteract this marginal-utility channel. Richer regions with a

lower marginal utility receive a larger welfare weight and poorer regions with a higher
marginal utility receive a lower welfare weight so as to equalize marginal contributions
to the planner’s objective. Put differently, Negishi weighting reweights the cooperative
objective to freeze in a given baseline distribution, so the redistribution motive that
arises purely from diminishing marginal utility is offset by construction. Therefore, with
Negishi weights, the interregional inequality aversion under CRRA utility disappears.
With Fehr–Schmidt (FS) preferences, interregional equity is governed directly by

envy and guilt parameters, and it operates through two distinct channels. The first
channel works through a region’s own marginal utility, which depends on how many
other regions are richer or poorer. The second channel works through consumption
externalities: When one region’s consumption changes, other regions’ utilities change
because their envy or guilt changes.
With homogeneous FS parameters, FS preferences lead to an ordering of marginal

values of consumption according to the consumption rank. To see this, consider the N-
player interpretation of (12) and omit time indices and populations. A region’s marginal
utility of own consumption is

BUFSi
Bci

“ 1 `
αi

N ´ 1

ÿ

j‰i

1tcj ą ciu ´
βi

N ´ 1

ÿ

j‰i

1tci ą cju. (32)

Within a fixed consumption rank, the utility function is linear, but its slope depends
on the region’s position in the consumption distribution. If region i surpasses another
region, it stops envying that region and instead feels guilty towards it: The first sum de-
creases by one and the second sum increases by one. As a result, the marginal utility of i
falls discretely by pαi ` βiq{pN ´ 1q. Thus, with homogeneous FS parameters, marginal
utility is strictly decreasing in the consumption rank: Lower-ranked (poorer) regions
have a higher marginal value of consumption, which induces interregional inequality
aversion in cooperative solutions.
With heterogeneous FS parameters, it is not necessarily true that a higher-ranked

region has a lower marginal utility. For example, an only envious region with αą β “ 0
has a larger marginal utility than a region with α“ β “ 0 (except at the top rank
where it has nobody to envy). Thus, ceteris paribus, a cooperative objective values
consumption more in regions that are more envious and less in regions that are more
guilty.
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In contrast to CRRA utility, FS preferences also generate consumption externalities.
If region i receives additional consumption, the utility of all other regions that com-
pare themselves to i changes as well. Richer regions feel less guilt as the discrepancy
decreases, so their utility rises. Poorer regions feel more envy as the discrepancy in-
creases, so their utility falls. To see this, consider two regions, with region 1 being
richer, and define welfare as the sum of the two utilities. Marginally increasing either
region’s consumption changes welfare as

BpUFS1 ` UFS2 q

Bc1
“ 1 ´ β1

loomoon

own marginal utility of 1

` p´α2q
loomoon

externality on 2

, and (33)

BpUFS1 ` UFS2 q

Bc2
“ 1 ` α2

loomoon

own marginal utility of 2

` β1
loomoon

externality on 1

. (34)

Intuitively, making a poor region richer generates a positive externality on richer regions
by reducing guilt, whereas making a rich region richer generates a negative external-
ity on poorer regions by increasing envy. In this externality channel, the directional
composition matters: Envy and guilt enter with different signs.
Under full cooperation with homogeneous FS parameters, the planner’s interre-

gional inequality aversion depends on the sum α` β , not on their split. The reason
is that a utilitarian planner aggregates all pairwise comparisons: each consumption dif-
ference enters the welfare sum twice, once as envy of the poorer region (weighted by α)
and once as guilt of the richer region (weighted by β). Thus, although envy and guilt
have different directional effects at the level of individual utilities (as in the externality
channel), their effects combine in the planner’s objective. So only α` β , but not their
split, affects burden sharing.1⁹
Under non-cooperation, the composition of FS preferences matters because each

region maximizes only its own utility. In particular, consumption comparisons are not
aggregated from both sides (as under a utilitarian planner), so the cooperative α` β

simplification no longer applies. Instead, other regions enter a region’s objective only
through the consumption externality weighted with its own envy and guilt terms.
The consumption externality will make guilty regions abate more and envious re-

gions abate less. Because regions cannot make transfers, the only way a region can affect
these comparisons is indirectly through the climate externality: By changing abatement,
it changes future damages and hence future consumption levels across all regions. A
more guilty region (higher β) has stronger incentives to abate, because reducing dam-
ages raises the consumption of poorer regions and mitigates advantageous comparisons.
A more envious region (higher α) has stronger incentives to abate less, because higher

19. This aggregation property is closely related to the reformulation in Schmidt and Wichardt
(2018) and the planner representation in Section 4.1. It breaks down under heterogeneous parameters.
Moreover, it does not apply under non-cooperative play because there is no aggregation of individual
utilities.
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damages lower others’ future consumption as well and can narrow disadvantageous
gaps to richer regions. The relative strengths of guilt and envy on a region’s decision
depends on its consumption rank because the rank determines how many other regions
there are to feel guilty about or to envy. In this sense, FS preferences still generate in-
terregional inequality aversion in non-cooperative play, and it shows up in self-imposed
burden sharing.
Under FS, applying Negishi weights based on own marginal utilities neutralizes the

first channel (own-marginal-utility differences), but it does not neutralize the second
channel (consumption externalities). Because I compute FS Negishi weights from own
marginal utilities alone, the externality-based reason for interregional inequality aver-
sion remains even with Negishi weights. As a result, increasing interregional inequality
aversion under FS can continue to shift the abatement burden from poorer to richer re-
gions even when Negishi weighting is applied, although neutralization of the marginal
utility channel dampens the effect under cooperation.
The mechanisms in this subsection imply clear patterns for the cooperative and

non-cooperative solution concepts studied in Section 6. Under CRRA without Negishi
weights, a larger η shifts abatement burdens from poor to rich regions through diminish-
ing marginal utility. Under CRRA with Negishi weights, this interregional redistribution
motive disappears. Under FS with homogeneous parameters and cooperation, burden
sharing depends on α` β but not on the split between envy and guilt. Under non-
cooperation, the composition matters because each region is influenced only by its own
envy and guilt. Finally, under FS with Negishi weights, the externality channel implies
that interregional inequality aversion can remain operative even after weighting.

5.2 Discounting and Intergenerational Inequality Aversion

Because IAMs evaluate costs and benefits over centuries, IAM outcomes are highly sen-
sitive to how the welfare objective weights marginal consumption across time. This
sensitivity is at the core of the Stern Review debate (Nordhaus, 2007; Stern, 2007;
Weitzman, 2007; Dasgupta, 2008, among others).
In what follows, I use intergenerational weighting as the umbrella term for how the

welfare objective trades off marginal consumption across time, and I summarize it by
the social discount rate r in the Ramsey rule.
With CRRA utility, and ignoring risk and population growth, intergenerational

weighting is summarized by the simple Ramsey rule,

rCRRA « ρ ` η ¨ g.

The Ramsey rule consists of two parts. First, ρ is the pure rate of time preference:
consumption in the present is more valuable than consumption in the future. Second,
η ¨ g combines curvature η with consumption growth g and captures how rapidly the
marginal welfare weight on consumption falls as generations become richer. I refer to
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ηg as the intergenerational inequality-aversion component of social discounting, because
it is the part that arises from declining marginal utility when consumption grows over
time.
The pure rate of time preference reduces the discounted marginal utility of future

consumption. That is, the utility of future generations is discounted simply because
they live in the future, which has spurred a normative discussion, see, for example,
Ramsey (1928), Nordhaus (2007), Stern (2007), and Dasgupta (2008) and Drupp et al.
(2018) for a survey of the research community. In this paper, I do not contribute to that
dispute and (for all reported scenarios) use the default value of the RICE2013 version,
ρ “ 0.015 per year.
The intergenerational inequality-aversion component, η ¨ g, reduces the discounted

marginal utility of future generations depending on how much more they consume than
the current generation. It follows from the decreasing marginal utility of the concave
CRRA utility function. Therefore, the size of this channel depends on both curvature η
and consumption growth g: Higher curvature or faster growth makes the welfare weight
on marginal future consumption fall more rapidly.
In the default RICE calibration, this growth-based component is often quantitatively

larger than the pure rate of time preference. Per-capita consumption growth is driven
mainly by exogenous technological progress and, to a lesser degree, by population dy-
namics (through the per-capita capital stock). With the default η“ 1.5 and consump-
tion growth typically above 0.02 per year in early periods, the term ηg is on the order
of 3% per year, compared to ρ “ 1.5% per year.2⁰
Adding Negishi weights might affect intergenerational weighting, but it does not

neutralize it. Negishi weights reweight regions within each period, and because relative
regional consumption changes over time, these weights can vary across periods. This
time variation changes which regions receive more weight in later periods, but it does
not eliminate the growth-based decline in marginal utility within each region under
CRRA (the ηg component).
Under CRRA, consumption typically grows over time, so a higher η strengthens the

intergenerational inequality-aversion component ηg and further down-weights marginal
future consumption. In the model, this shifts the optimum toward lower abatement:
More resources are left for current consumption, while higher future damages reduce
future consumption.21

20. This illustrates that, in a deterministic Ramsey-rule calibration, the pure rate of time preference
ρ and the growth-based term ηg can be traded off against each other to deliver a similar implied social
discount rate rCRRA « ρ`ηg. In his response to critiques of a high ρ, Nordhaus (2007) re-runs DICE-
2006 with a near-zero ρ “ 0.001 and a higher curvature parameter η“ 2.25 (up from 1; Nordhaus
denotes this parameter by α), chosen to keep rCRRA roughly constant and aligned with the targeted
real interest rate. The resulting policy outcomes remain close to the baseline calibration and far from
the Stern Review’s.
21. This intertemporal-tradeoff framing is sometimes described as a “consumption-smoothing” view

of climate policy; see Weitzman (2007).
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With FS utility, there is no analogous growth-based component of intergenerational
weighting. Within a fixed consumption rank, the FS utility function is linear in own
consumption, so consumption growth does not automatically reduce marginal utility.
A region’s marginal utility changes only if it ranks up or down over time. These rank
switches happen rarely. If there are no consumption rank switches, for example because
all regions’ per-capita consumption grow at an equal rate, marginal utilities remain
constant over time.
Even if rank switches happen, they do not generate a systematic “richer future

means lower weight” channel. A region’s marginal utility decreases over time if and
only if it ranks up, but then another region ranks down, and its marginal utility in-
creases. Thus, ignoring the occasional rank switch, intergenerational weighting under
FS is driven only by the pure rate of time preference. In the Ramsey-rule language, FS
is locally linear within a rank, which corresponds to η“ 0, so the Ramsey rule collapses
to r “ ρ.
This difference matters for comparisons: replacing CRRA with FS changes inter-

generational weighting in addition to changing interregional equity. To make results
comparable when desired, Section 5.3 introduces an optional FS discounting adjustment
that matches FS intergenerational weights to a CRRA benchmark.

5.3 FS Discounting Adjustment

The FS discounting adjustment calculates a region- and period-specific pure rate of time
preference, ρFSrt , so that the intergenerational weights (equivalently, the implied social
discount rates) in FS match those of a corresponding CRRA benchmark.22
To state the CRRA benchmark, note that with CRRA utility the marginal utility of

consumption is MUCRRArt “ c´η
rt , so the one-period welfare discount factor is

mCRRAr,t`1 “
1

1 ` ρ
¨

˜

cCRRAr,t`1

cCRRArt

¸´η

. (35)

Taking logs and using grt “ lnpcr,t`1{crtq yields the familiar Ramsey rule

rCRRAr,t`1 « ρ ` ηgrt, (36)

which highlights that, in CRRA, positive consumption growth steepens intergenerational
weighting through the ηg component.
Under FS utility, a region’s within-period marginal utility (with population weight-

ing as in (12)) is

MUFSrt “ 1 ` α sricherrt ´ β spoorerrt , (37)

22. In the program, one may alternatively supply any other exogenous social discounting path;
the CRRA benchmark is a convenient default for comparability.
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where sricherrt (resp. spoorerrt ) is the share of other regions richer (resp. poorer) than region r
at time t. Given a pure rate of time preference ρ, the corresponding one-period welfare
discount factor is

mFSr,t`1 “
1

1 ` ρ
¨

MUFSr,t`1

MUFSrt
. (38)

Because FS utility is linear within a rank, MUFSrt is typically constant over time and
changes only if a region’s consumption rank changes (in which case MUFSrt jumps dis-
cretely). Thus, absent rank changes, FS intergenerational weights reduce to pure time
preference. Note that the model uses an exogenous savings-rate path, so these welfare
discount factors need not coincide with the return on saving or the marginal product
of capital.23
The discounting adjustment matches the FS and CRRA one-period weights by choos-

ing ρFSrt such that

1
1 ` ρFSrt

¨
MUFSr,t`1

MUFSrt

!
“

1
1 ` ρ

¨

˜

cCRRAr,t`1

cCRRArt

¸´η

. (39)

Solving for ρFSrt yields

1 ` ρFSrt “ p1 ` ρq ¨
MUFSr,t`1

MUFSrt
¨

˜

cCRRAr,t`1

cCRRArt

¸η

. (40)

In words, if a region experiences strong consumption growth in the CRRA benchmark,
CRRA intergenerational weighting is steep. The adjustment therefore increases ρFSrt to
reduce the weight on that region’s future consumption under FS as well. Conversely,
the term MUFSr,t`1{MUFSrt offsets the discrete changes in intergenerational weights from
FS rank changes. The resulting ρFSrt leaves intergenerational weighting unaffected by
consumption rank switches, as in the CRRA benchmark.
The adjustment uses consumption growth from the CRRA benchmark, which need

not coincide with the FS consumption path. In this paper, both models use the same
exogenous savings-rate path, so differences in consumption are driven mainly by abate-
ment expenditures and climate damages (compounded over time), which are small
relative to baseline consumption. Hence, using the CRRA path provides a close approx-
imation while keeping intergenerational weights comparable by construction.
Beyond comparability, the adjustment makes intergenerational weighting transpar-

ent. The program exports the benchmark discount factors, so the implied welfare
weights across time can be inspected directly rather than inferred indirectly from model
outcomes. In the RICE calibration, the social discount path is typically steep early

23. Strictly speaking, this also applies to the CRRA benchmark in this paper because savings are
fed in exogenously. The discrepancy is typically larger under FS because a piecewise linear objective
would generate more volatile endogenous savings rates.

32



on—when exogenous TFP growth is high—and flattens in later centuries as growth
declines. This pattern makes clear that much of the down-weighting of the far future is
front-loaded: Early high growth pushes up the Ramsey term and steeply reduces weights
on later periods, including the “middle” far future. It also makes transparent how the
two components of the Ramsey rule contribute over time, separating the growth-driven
term from the pure rate of time preference.
Finally, the adjustment lets one vary intergenerational weighting without changing

interregional equity. Because the program accepts an arbitrary exogenous discounting
path, one can replace the CRRA benchmark with any alternative rule and trace how
outcomes change while holding envy and guilt fixed. This can also be used to implement
non-constant discount-rate schedules.
Implementing the adjustment requires computing the CRRA benchmark consump-

tion path first. With the option one-pass, I compute ρFSrt using the CRRA growth rates
and identify the FS rank changes to be offset using the CRRA consumption ranks. I then
run the model with FS utility and the adjusted ρFSrt . With the option two-pass, I first run
one-pass, then recompute ρFSrt using the rank changes implied by the FS one-pass con-
sumption paths, and run the FS model again. In practice, differences between one-pass
and two-pass are usually few and small.
When combining the discounting adjustment with Negishi weights, the timing of

weight computation matters because the adjustment introduces region-specific discount-
ing. If Negishi weights are computed before the adjustment, they equalize undiscounted
marginal utilities. Once ρFSrt becomes heterogeneous, discounted marginal utilities can
then differ across regions, which reintroduces a redistribution motive in cooperative
solutions—now driven by discount-rate differences rather than by contemporaneous
marginal-utility differences. Intuitively, a utilitarian planner then has an incentive to
shift resources in later periods toward regions that discount the future less, because
their future marginal utility carries more weight. If Negishi weights are computed after
the discounting adjustment, they equalize discounted marginal utilities and shut down
this channel. Personally, I think this is the intended use of Negishi weights. In the
results, I refer to these two options as Negishi before and Negishi after, respectively.

6 Results and Discussion

In the following, I present the solution concepts with which the RICE FS can be run
and the differences that arise between results derived with CRRA utility and those
derived with FS utility. The three solution concepts are the social planner (full cooper-
ation), Nash equilibrium (no cooperation), and climate coalitions (partial cooperation).
As for the results, I compare regional abatement share paths and the implied global
temperature increase.
To isolate the role of welfare assumptions, all scenarios share the same underlying

RICE dynamics and the same exogenous savings-rate path; they differ only in welfare
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evaluation and weighting. In particular, I vary the welfare specification (CRRA vs. FS)
and its parameters (η vs. α,β), the use of Negishi weights, and the optional FS dis-
counting adjustment from Section 5.3.
For FS comparisons across regions, I use per-capita consumption. All results use

population-weighted envy and guilt, so, all else equal, comparisons to a twice as pop-
ulated region receive twice the weight (the program also offers an option to treat all
regions as equal-sized players). For further implementation details, see Section 3.
Besides these variables, the program also calculates regional carbon taxes that im-

plement the abatement shares and the Atkinson and Gini indices of the global per-capita
consumption distribution. I omit these results here because abatement shares and car-
bon taxes capture the same burden-sharing object, and because the inequality indices
are only marginally different across scenarios: Global inequality is driven primarily by
the exogenous savings-rate path and by the exogenous TFP growth and the resulting
partial convergence in per-capita consumption.

6.1 Social Planner

The social planner solution concept assumes full cooperation: Regional abatement paths
are chosen to maximize an aggregate welfare objective, and regions implement the
prescribed paths (e.g. via the implied carbon taxes).
The objective function is

W “

T
ÿ

t“1

12
ÿ

r“1

1
p1 ` ρqt

¨ Nrt ¨ Upcrtq, (41)

where ρ is the pure rate of time preference (possibly adjusted under FS as in Sec-
tion 5.3), Nrt are the (optional) Negishi weights (and equal to 1 if unused), and Upcrtq

is regional period utility, defined as population-weighted per-capita utility, Upcrtq ”

Lrt upcrtq, where Lrt is population and up¨q is per-capita utility computed under CRRA
(10) or FS (12). With an exogenous saving-rate path, the objective is maximized over
regional abatement-share paths; the program also allows endogenous savings, in which
case the objective is maximized over both abatement shares and savings rates.
I report results both with and without Negishi weights, given the ongoing debate

about whether it is appropriate to freeze in the baseline distribution of consumption.
When used, I compute Negishi weights from the no-abatement baseline. When com-
bining Negishi weights with the FS discounting adjustment, the program offers two
variants: weights computed before the adjustment (equalizing undiscounted marginal
utilities) or after the adjustment (equalizing discounted marginal utilities); see Sec-
tion 5.3. In the results, I denote these options by Negishi before and Negishi after.
I report planner outcomes both for homogeneous FS parameter sweeps and for the

calibrated heterogeneous FS parameters from Section 4. The former are used for com-
parative statics, while the latter provide quantitative predictions for optimal abatement
paths and temperature increases under the calibrated heterogeneous preferences.
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6.1.1 Burden Sharing under Social Planner. This subsection compares burden sharing
across regions under the cooperative social-planner solution. Its main point is that
FS preferences allow me to vary interregional equity and intergenerational weight-
ing separately, whereas CRRA curvature η generally moves both at once: Without
Negishi weights, a higher η strengthens interregional redistribution through diminish-
ing marginal utility and steepens intergenerational weighting through growth-based
discounting. Under FS, interregional equity is governed by envy and guilt, and intergen-
erational weighting can be added independently via the FS discounting adjustment.

Result 1. Without Negishi weights, increasing interregional inequality aversion shifts the
abatement burden from poorer to richer regions under both utility specifications: under FS
when α` β increases, and under CRRA when η increases.

Under FS utility with homogeneous parameters, the planner’s burden-sharing prob-
lem depends on α and β only through their sum α` β (see Section 5.1). Intuitively, in
the utilitarian sum each pairwise consumption difference enters twice—once as envy
of the poorer region (weighted by α) and once as guilt of the richer region (weighted
by β)—so only α` β governs how much mean consumption the planner is willing to
sacrifice to compress the contemporaneous distribution. Because the model does not al-
low for direct transfers, this redistribution motive operates through abatement: Richer
regions are assigned higher abatement shares and poorer regions lower shares. Figure 5
illustrates this pattern.2⁴
The same burden-sharing pattern appears in the CRRA benchmark without Negishi

weights, but for a different reason: Changing η moves two channels at once. On the
one hand, a higher η strengthens contemporaneous redistribution through diminishing
marginal utility, shifting abatement burdens toward richer regions. On the other hand, a
higher η steepens intergenerational weighting through the Ramsey-rule term ηg, which
shifts climate costs forward and lowers abatement incentives for all regions.
Because these channels point in opposite directions for rich regions but in the same

direction for poor regions, the ordering of abatement paths is inverse for the rich and
the poor regions. For poorer regions, both channels push toward lower abatement when
η increases: They are relieved of the contemporaneous burden, and the planner also
discounts future damages more steeply. For richer regions, the discounting channel
pushes toward lower abatement, but the redistribution channel pushes toward higher
abatement. In Figure 6, this offsetting is strong enough that high-η paths are highest
for rich regions but lowest for poor regions.

Result 2. With Negishi weights, the effect of increasing inequality parameters differs across
utility specifications. Under CRRA, increasing η only steepens intergenerational weighting
and therefore lowers abatement shares uniformly across regions. Under FS, increasing α`

24. The abatement paths are shown for the twelve regions, ordered by their initial consumption
levels (i.e., their wealth in the first period), so richer regions are shown at the top.
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β still shifts the abatement burden from poorer to richer regions, although the effect is
dampened.

Under CRRA, Negishi weights shut down interregional equity but not intergener-
ational weighting. Negishi weights equalize regions’ marginal contributions to the co-
operative objective within each period, removing the redistribution motive: Varying η
no longer changes burden sharing across regions. The intertemporal channel remains:
A higher η increases growth-based discounting, so future damages receive less weight
and the planner shifts climate costs forward by reducing abatement. Because all regions
experience positive consumption growth, this shows up as a uniform downward shift in
abatement shares with η.
As a result, Negishi weights make the inversion of abatement paths across regions

disappear (see Figure 7). Without Negishi weights, the interaction of the redistribution
and discounting channels makes the ordering of abatement paths differ by income
rank. With Negishi weights, only the discounting channel remains, so higher η lowers
abatement for every region.
Under FS, applying Negishi weights based on own marginal utilities removes

the marginal-utility channel discussed in Section 5.1, but it does not eliminate the
consumption-externality channel. When a poorer region becomes richer, richer regions
experience less guilt; when a richer region becomes richer, poorer regions experience
more envy. These externalities still create an incentive for the social planner to re-
duce differences in per-capita consumption, so increasing α` β continues to shift abate-
ment burdens from poorer to richer regions, though less strongly than without Negishi
weights. Figure 8 shows that the pattern remains.
Result 3. Under FS utility, adding intergenerational weighting via the FS discounting ad-
justment lowers abatement shares uniformly across regions.

The FS discounting adjustment imports the CRRA benchmark’s intergenerational
weights into the FS objective. This steepens intergenerational weighting relative to un-
adjusted FS and shifts climate costs toward richer future consumption, so the planner
reduces abatement in all regions. Because the adjustment changes only intergenera-
tional weighting, not within-period equity terms, it leaves the pattern of interregional
burden sharing essentially unchanged. Figure 9 illustrates this uniform downward shift
relative to Figure 8.

6.1.2 Total Abatement and Discounting under Social Planner. This subsection shifts
focus from who abates to how much is abated in total. By separating interregional equity
(through α,β) from intergenerational weighting, FS makes it possible to isolate how
interregional equity concerns affect total abatement.
Interregional equity can, in principle, raise total abatement. Under FS preferences,

increasing α` β can increase total abatement, because climate damages are more bur-
densome for poorer regions—they are regressive—, so additional abatement has larger
distributional benefits in welfare terms.
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In CRRA, the overall effect on total abatement, however, is dominated by the in-
tertwined intergenerational weighting. While the same mechanism from interregional
equity might be at play without Negishi weights, changing η also steepens intergener-
ational weighting through growth-based discounting. In my results, this interregional
weighting is the dominant force shaping total abatement as η varies, which is why
comparative statics in “inequality aversion” largely look like discounting comparative
statics.

Result 4. Under FS utility, increasing interregional inequality aversion (α` β) has a non-
monotonic effect on the temperature increase in 2105. For small α` β , increasing them
lowers the temperature increase; above a cutoff around 1, further increases raise the tem-
perature increase.

Steeper intergenerational weighting (introduced by the FS discounting adjustment) in-
creases the temperature increase.

Under FS utility, total abatement (and hence the temperature increase) depends non-
monotonically on α` β . For moderate values of α` β , a stronger equity motive shifts
abatement burdens toward richer regions. Because abatement reduces damages globally
and damages are larger (in welfare terms) for poorer regions in the RICE calibration,
this burden shift tends to raise total abatement: Assigning additional abatement to
richer regions buys damage reductions that disproportionately benefit poorer regions,
which is attractive under stronger interregional equity concerns.
The non-monotonicity arises once the redistribution motive runs into corner solu-

tions. As α` β increases, richer regions are pushed toward very high abatement shares;
beyond a point, reaching the constraint of fully abating their emissions. Once these cor-
ners bind, further increases in α` β can no longer raise rich regions’ abatement, and
the remaining way to increase contemporaneous equality is to reduce abatement by
poorer regions. At that point, total abatement falls and the temperature increase rises.
In the homogeneous-parameter sweeps without Negishi weights and without dis-

counting adjustment, the switching point is close to α` β « 1 (see Figure 10). This
cutoff is above the mean values reported in the meta study Nunnari and Pozzi (2025),
but below the prediction for the median US participant in Section 4. The average of
the calibrated region-specific FS parameters used below is slightly above 1.2⁵ The cut-
off shifts upward when adding Negishi weights or the discounting adjustment, because
both tend to reduce abatement by richer regions and therefore keep them away from
the corner solution.

Result 5. Under CRRA utility, increasing curvature η increases the temperature increase
in 2105.

25. Although heterogeneity complicates the interpretation. In particular, the sufficiency of α` β

relies on homogeneity; with heterogeneous parameters, which regions are envious or guilty matters
for how strongly interregional equity concerns translate into abatement incentives.
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Under CRRA utility, varying η moves two channels in opposite directions. On the
one hand, higher η strengthens within-period equity concerns, which tends to push
the cooperative solution toward higher abatement when damages are regressive. On
the other hand, higher η steepens intergenerational weighting through growth-based
discounting, which tends to lower abatement by shifting more of the climate cost onto
richer future generations.
CRRA does not offer a clean way to turn one channel off while holding the other

fixed. A useful diagnostic is therefore to compare outcomes with and without Negishi
weights for a given η (Table 4). Introducing Negishi weights removes the within-period
redistribution motive by construction.2⁶ In the calibration, the temperature increase in
2105 rises when Negishi weights are introduced, which suggests that the within-period
equity channel tends to raise total abatement (as in the FS case away from corner
solutions).
To gauge the intergenerational channel, one can vary η in runs with Negishi weights.

Because within-period redistribution is shut down, the remaining variation mainly re-
flects steeper intergenerational weighting. Consistent with this mechanism, higher η
then raises the temperature increase by lowering total abatement.
Overall, the intergenerational channel dominates: Even without Negishi weights,

the relationship between η and the temperature increase is monotone (Figure 11).
Table 4 summarizes planner outcomes for the calibrated heterogeneous FS parame-

ters (Section 4) and contrasts them with the CRRA benchmark at η“ 1.5. Without the
discounting adjustment, FS places relatively high weight on future consumption com-
pared to the CRRA benchmark, and the optimal temperature increase is much lower
(close to the 1.5 degree range). Once the FS discounting adjustment imports the CRRA
benchmark’s intergenerational weights, the FS outcomes move close to the CRRA bench-
mark, especially when using Negishi weights. Differences in the global inequality indices
across these scenarios are small.

26. Because Negishi weights can vary over time as relative regional consumption changes, they may
also slightly affect intergenerational weighting; the comparison should therefore be read as suggestive
rather than as a sharp decomposition.
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Table 4. Planner outcomes in 2105 for the calibrated heterogeneous FS parameters and η “ 1.5. T

= Temperature increase (°C), A = Atkinson index, G = Gini coefficient.

No Negishi Negishi (before) Negishi (after)

FS, no disc

T “ 1.59
A “ 0.177
G “ 0.293

T “ 1.64
A “ 0.178
G “ 0.294

–

CRRA

T “ 2.56
A “ 0.176
G “ 0.293

T “ 2.76
A “ 0.180
G “ 0.296

–

FS, disc

T “ 2.75
A “ 0.181
G “ 0.297

T “ 2.78
A “ 0.182
G “ 0.299

T “ 2.79
A “ 0.178
G “ 0.294
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Figure 5. Abatement paths of the twelve regions under FS utility without Negishi weights and
without discounting adjustment. The rainbow color scheme follows α ` β (red: low, violet: high);
calibrated heterogeneous parameters are shown in black.
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Figure 6. Abatement paths of the twelve regions in the CRRA benchmark without Negishi weights
for different η. There is the same inverse ordering for rich and poor regions as under FS.
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Figure 7. Abatement paths of the twelve regions in the CRRA benchmark with Negishi weights for
different η. Higher η lowers abatement in every region, so the ordering by η is the same across
all regions.
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Figure 8. Abatement paths under FS utility with Negishi weights and without discounting adjustment.
Burden sharing continues to respond to α ` β because of the consumption externality.
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Figure 9. FS utility with Negishi weights (computed after the discounting adjustment) and with
FS discounting adjustment. Intergenerational weighting lowers abatement uniformly; the burden-
sharing pattern across regions remains.
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Figure 10. Temperature increase above the pre-industrial level under FS utility without Negishi
weights and without discounting adjustment for different pα, βq.
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Figure 11. Temperature increase in the CRRA benchmark without Negishi weights for different η.
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6.2 Uncooperative Nash

The Nash equilibrium solution concept assumes complete non-cooperation. Each region
chooses its own abatement path (and, if enabled, its savings path) to maximize its own
discounted utility, taking the other regions’ paths as given. A Nash equilibrium is a
profile of regional paths that are mutually best responses.
For each region r, the objective is

Wr “

T
ÿ

t“1

1
p1 ` ρqt

¨ Upcrtq, (42)

where ρ is the pure rate of time preference (possibly adjusted under FS as in Sec-
tion 5.3), and Upcrtq is period utility from per-capita consumption crt weighted with
population Lrt, computed under CRRA (10) or FS (12). Negishi weights are irrelevant
in the Nash setting because there is no aggregate objective to reweight.
To compute the Nash equilibrium, I use iterative best-response dynamics. Starting

from an initial seed of abatement shares, I update regions sequentially: Holding all other
regions’ paths fixed, I solve region r’s best response, move to the next region, and repeat.
After each full round of updates, I compute the maximal change between the previous
paths and the best responses. If this distance falls below a tolerance (default 10´5),
I treat the algorithm as converged; otherwise I continue up to a maximum number of
iterations (default 200). To speed up convergence, I typically ignore the final 15 periods
(beginning in the year 2455) in the convergence check, as the welfare weight on these
tail periods is very low due to discounting making the objective function flat, and they
have little effect on the overall equilibrium.
To improve numerical stability and reduce oscillations, I optionally dampen updates

by taking a convex combination of the previous path and the best response (e.g. 0.25
initial strategy and 0.75 best response).2⁷
Across different initial seeds and damping choices, the algorithm converges to the

same equilibrium (up to tolerance), suggesting uniqueness in the cases studied. Conver-
gence problems are rare and occur mainly for extreme parameters.

6.2.1 Burden Sharing in Nash Equilibria. Because each region maximizes only its own
welfare, there is no planner-induced redistribution motive across regions. Accordingly,
under CRRA preferences there is no interregional equity channel in the Nash equilib-
rium: Curvature affects the abatement decision only through intergenerational weight-
ing. Under FS preferences, by contrast, regions care about others’ consumption because
of the externality through envy and guilt, so interregional equity concerns affect behav-
ior even without cooperation.

27. For the convergence check, I still compare the initial strategy to the best response to keep the
tolerance comparable.
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Moreover, under non-cooperation the composition of FS parameters matters: α` β

is no longer sufficient. The reason is that the own FS utility objective only takes into
account the own experienced externality; it does not aggregate pairwise comparisons.
Thus, envy and guilt provide different incentives to adjust the own abatement.

Result 6. Under FS utility, the composition of interregional inequality aversion matters. A
larger envy parameter, α, reduces abatement for all regions except for the richest. A larger
guilt parameter, β , increases abatement for all regions except for the poorest.

Adding intergenerational weighting via the FS discounting adjustment reduces abate-
ment for all regions.

Envy and guilt tilt the abatement incentive in opposite directions. A more envious
region prefers higher current consumption relative to richer regions and also benefits
(in relative terms) when richer regions are hit harder by future climate damages; both
considerations make lower abatement more attractive. A more guilty region, by contrast,
dislikes being ahead of poorer regions and values reducing future damages borne by
those poorer regions; both considerations make higher abatement more attractive.
Which force matters more depends also on a region’s consumption rank. At the

bottom, AFR has nobody poorer than itself and therefore has no guilt term to activate;
increasing β does not raise its abatement, whereas increasing α lowers it. At the top, the
US has nobody richer than itself and therefore has no envy term to activate; increasing
α does not lower its abatement, whereas increasing β raises it. More generally, the
richer a region is, the less scope there is for envy and the more scope there is for guilt,
and conversely.
Figure 12 shows the resulting patterns across regions. Roughly, the resulting abate-

ment paths can be ordered with respect to α´ β .
Adding intergenerational weighting through the FS discounting adjustment shifts

all regions’ abatement paths downward. The within-period FS comparison terms are
unchanged, so the ordering of scenarios with respect to α and β remains the same.
Figure 13 illustrates this uniform shift.

Result 7. Under CRRA utility, increasing curvature η lowers abatement for all regions.

The uniform response of Nash abatement to η reflects the fact that CRRA curvature
enters only via growth-based discounting. Because a region’s objective depends only
on its own consumption, there is no interregional equity channel in Nash. A higher
η steepens intergenerational weighting, down-weighting richer future generations’ con-
sumption, reducing abatement incentives. Since all regions have positive consumption
growth, the response is qualitatively uniform across regions and strongest where growth
is fastest (typically in poorer regions). Figure 14 illustrates the resulting downward shift
in abatement paths as η increases.

6.2.2 Total Abatement in Nash Equilibria. Aggregate outcomes in Nash follow directly
from the uniform parameter effects on the regional abatement paths: Whenever a pa-
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Figure 12. Abatement paths of the twelve regions under FS utility without discounting adjustment
for different pα, βq. The color scheme orders parameter combinations by α ´ β (high: yellow; low:
purple).
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Figure 13. Adding the FS discounting adjustment uniformly lowers abatement paths but does not
change their ordering. The color scheme again follows α ´ β.
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Figure 14. Abatement paths in the CRRA benchmark Nash equilibrium for different η.
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rameter change reduces abatement for the regions, total abatement falls and the global
temperature increase rises, and conversely.
Result 8. With FS utility, increasing envy α raises the temperature increase in 2105,
whereas increasing guilt β lowers it. Adding intergenerational weighting via the FS dis-
counting adjustment raises the temperature increase.

With CRRA utility, increasing curvature η raises the temperature increase in 2105.

Under FS utility, total temperature outcomes can, therefore, approximately ordered
by α´ β as well. A larger difference means less abatement and therefore higher tem-
peratures. Figure 15 shows this pattern.

Figure 15. Global temperature increase in Nash equilibria under FS utility without discounting
adjustment for different pα, βq. The color scheme follows α ´ β.

Adding intergenerational weighting through the FS discounting adjustment shifts
all regions’ abatement paths downward and therefore increases the global temperature
increase. Because the adjustment changes time weights but leaves the within-period
comparison terms unchanged, it preserves the approximate ordering according to α´ β

while shrinking the spread between scenarios. Figure 16 illustrates this uniform upward
shift in temperatures.
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Figure 16. Global temperature increase in Nash equilibria under FS utility with the discounting
adjustment.

Under CRRA utility, the global temperature increase is monotone in curvature η. A
higher η steepens growth-based intergenerational weighting, which shifts climate costs
toward richer future consumption and reduces abatement in all regions (see Figure 17).
Table 5 summarizes Nash outcomes for the calibrated heterogeneous FS parameters

and compares them to the CRRA benchmark at η“ 1.5. Again, without the discounting
adjustment, FS places relatively higher weight on future consumption than the CRRA
benchmark’s growth-based weighting, and the resulting temperature increase is lower.
With the discounting adjustment, FS imports the CRRA benchmark’s intergenerational
weights; in that case, the slightly higher temperature relative to CRRA reflects the cali-
brated parameter composition, where envy is comparatively strong relative to guilt and
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Figure 17. Global temperature increase in Nash equilibria under CRRA utility for different η. η “ 2
is missing because the algorithm did not converge.

therefore depresses abatement incentives.2⁸ Across these scenarios, the global inequality
indices are largely unchanged.

28. Because there are no interregional equity concerns under CRRA, an interesting comparison
is FS with parameters α“ β “ 0, removing those concerns under FS as well. When applying the
discounting adjustment to additionally match CRRA’s intergenerational weights, the Nash temperature
outcomes coincide at 3.42˝C.

54



Table 5. Nash outcomes in 2105. T = Temperature (°C), A = Atkinson index, G = Gini coefficient.

Nash

FS, no disc

T “ 3.09
A “ 0.180
G “ 0.297

CRRA

T “ 3.42
A “ 0.181
G “ 0.297

FS, disc

T “ 3.45
A “ 0.181
G “ 0.297

6.3 Climate Coalitions and Stability Results

This subsection moves beyond the two polar solution concepts—full cooperation (so-
cial planner) and full non-cooperation (Nash)—and studies climate coalitions, which
mix cooperative and non-cooperative behavior. I first explain the coalition game and
the stability criteria used in the literature. Then, I report stability outcomes under the
calibrated heterogeneous FS parameters and contrast them with the CRRA benchmark.
Because FS preferences are intended to capture fairness concerns that sustain cooper-
ation in public-good experiments, a natural hypothesis is that inequality aversion sup-
ports coalition stability relative to CRRA preferences. Consistent with this hypothesis, I
find that larger (internally) stable coalitions can arise, but they remain rare.

6.3.1 Climate Coalitions. Climate coalitions combine cooperative behavior within a
coalition with non-cooperative behavior outside the coalition (Carraro and Siniscalco,
1993; Barrett, 1994). The game has two stages. In stage 1, each region decides whether
to join a coalition. In stage 2, coalition members choose their abatement paths jointly,
while non-members choose their abatement paths individually. Choices are made simul-
taneously.2⁹
In stage 2, the coalition behaves like a partial social planner: It chooses all members’

abatement paths to maximize the sum of members’ discounted utilities (and, if used,
with Negishi weighting; as in (41)), taking non-members’ abatement paths as given.
Non-members simultaneously choose their abatement paths to maximize their own dis-
counted utility, taking both the coalition’s abatement paths and other non-members’
paths as given (as in (42)). The outcome of stage 2 is therefore a Nash equilibrium of

29. Some papers instead assume the coalition moves first. I follow the simultaneous-move specifi-
cation.
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a game between one cooperative player (the coalition) and multiple individual players
(the non-members).
Stage 1 determines whether a given coalition is stable in the sense of D’Aspremont

et al. (1983). A coalition is internally stable if no member would increase its discounted
utility by unilaterally leaving the coalition, holding all other membership decisions fixed.
It is externally stable if no non-member would increase its discounted utility by unilater-
ally joining the coalition, again holding all other membership decisions fixed. A coalition
that is both internally and externally stable is fully stable. When a region deviates, the
coalition structure changes and stage-2 abatement choices adjust endogenously. While
this resulting change might discourage deviations, it is the equilibrium consequence of
the deviation, not a punishment mechanism.
A common finding in the coalition literature is Barrett’s paradox (Finus, Furini,

and Rohrer, 2024): Stable coalitions do not deliver large gains relative to the fully non-
cooperative Nash equilibrium. In the RICE calibration, stability is typically satisfied only
by very small coalitions, so achieved temperature reductions are modest.

6.3.2 Stability Results. For each of the 4,095 possible coalitions S, I compute a stage-
2 equilibrium using the same iterative best-response algorithm as in the Nash section.
I treat the coalition as a single player whose best response is obtained by jointly op-
timizing members’ abatement paths (the analogue of (41), restricted to members and
optionally using Negishi weights). Then, non-members update individually in turns by
solving their individual objective (42). Convergence is assessed with the same toler-
ance and iteration cap as in the Nash computations, and the default convergence metric
again ignores the final 15 periods. The resulting fixed point is a Nash equilibrium of
the second-stage game between the coalition and the non-members.
For a small fraction of coalitions, this algorithm does not converge, especially under

FS utility. Depending on the utility specification, Negishi weighting, and whether the FS
discounting adjustment is used, non-convergence affects between 0 and 194 coalitions
(out of 4,095). These coalitions are therefore missing from the stability analysis.
Stability is evaluated using the standard one-deviation criteria of D’Aspremont et al.

(1983). For each coalition S, I store the discounted utility of each region in the stage-2
equilibrium (the value of its discounted utility objective (42) evaluated at the stage-
2 equilibrium). Internal stability requires that no coalition member prefers to leave
unilaterally: for every i P S,

UipSq ě UipSztiuq.

External stability requires that no non-member prefers to join unilaterally: for every
j R S,

UjpSq ě UjpS Y tjuq.
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For internal stability the number of comparisons equals |S|, and for external stability it
equals 12 ´ |S|. Thus, testing full stability of coalition S requires 12 comparisons: One
against the relevant neighboring coalition for each region.3⁰
Missing coalitions imply missing stability comparisons for neighboring coalitions.

I treat these cases conservatively. For each coalition, I classify internal and external
stability as stable, unstable, or maybe stable. If a profitable deviation is observed for any
region, the coalition is classified as unstable. If no profitable deviation is observed and
all required neighboring coalitions are available, the coalition is classified as stable. If
no profitable deviation is observed but at least one required neighboring coalition is
missing, the coalition remains “maybe stable.” Because a single deviator is sufficient to
establish instability, only few coalitions remain undetermined in practice.

Result 9. With CRRA utility, no coalition with more than two members is fully stable, and
no coalition with more than two members is internally stable.

With FS utility and the discounting adjustment, stability improves in two settings. With
Negishi weights computed after the discounting adjustment, there is a cluster of larger
internally stable coalitions and one fully stable coalition with seven members. Without
Negishi weights, there is one fully stable coalition with three members.

In the remaining FS settings, no coalition with more than two members is fully stable
or internally stable.

The CRRA result reproduces Barrett’s paradox: Larger coalitions are undermined by
internal instability. As the coalition grows, the incentive to free-ride by leaving increases,
and in equilibrium no coalition with more than two members remains internally stable.
FS preferences relax Barrett’s paradox only in a limited way: Larger stable coali-

tions can arise, but they remain uncommon. FS preferences can, in principle, strengthen
coalition stability because they introduce other-regarding motives that can sustain co-
operation in social dilemmas. At the same time, cooperation in laboratory public-good
settings is typically associated with large guilt, β , whereas the calibrated regional pa-
rameters feature only modest guilt for many regions and comparatively stronger envy,
α: In the calibrated parameterization, the stabilizing role of guilt is limited, and larger
stable coalitions remain rare.
Under FS utility with the discounting adjustment and Negishi weights computed af-

ter the adjustment, several larger coalitions are internally stable, and one coalition with
seven members is fully stable: (US, JAP, RUS, CHI, MEST, LAM, OTH). The internally
stable coalitions are relatively close neighbors to the fully stable coalition.31

30. To fix ideas, consider three regions and coalition pA,B,not Cq. Internal stability compares A’s
payoff in pA, B,not Cq to its payoff in pnot A, B,not Cq, and analogously compares B to pA,not B,not Cq.
External stability compares C’s payoff in pA,B,not Cq to its payoff in the neighboring coalition pA,B, Cq.
31. To be exact, the internally stable coalitions are (RUS, CHI, LAM, OTH), (US, CHI, LAM, OTH),

(US, RUS, CHI, LAM, OTH), (US, JAP, RUS, CHI, LAM, OTH), (US, EU, RUS, CHI, LAM, OTH), (US,
EU, RUS, CHI, MEST, OTH), and (US, JAP, RUS, CHI, MEST, LAM, OTH).
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Table 6 contrasts three outcomes for each welfare specification: The non-cooperative
Nash equilibrium, the most climate-effective fully stable coalition (defined as the fully
stable coalition with the lowest temperature increase in 2105), and the cooperative
social-planner solution. The CRRA column reports the benchmark at η“ 1.5 with
Negishi weights in cooperative problems, the FS column reports the calibrated hetero-
geneous parameters with the discounting adjustment and Negishi weights computed
after the adjustment.
The comparison shows the limited relaxation of Barrett’s paradox. Because the FS

discounting adjustment aligns intergenerational weights with the CRRA benchmark,
Nash and planner temperature levels are broadly comparable across columns. Under
CRRA, the best fully stable coalition delivers only a small temperature reduction rela-
tive to Nash. Under FS, the best fully stable coalition achieves a larger reduction, but the
temperature outcome remains far from the full-cooperation benchmark with all twelve
regions. Finally, the global inequality indices change little across the three regimes and
are slightly lower under more cooperative outcomes.

Table 6. Outcomes in 2105 under no cooperation (Nash), partial cooperation (best fully stable
coalition), and full cooperation (planner). The best fully stable coalitions are CHI_OTH (CRRA) and
US_JAP_RUS_CHI_MEST_LAM_OTH (FS). T = temperature increase (°C), A = Atkinson index, G = Gini
coefficient.

CRRA benchmark FS benchmark

η “ 1.5, Negishi calibrated, disc. adj., Negishi after

Nash

T “ 3.42
A “ 0.181
G “ 0.297

T “ 3.45
A “ 0.181
G “ 0.297

Best fully stable coalition

T “ 3.35
A “ 0.181
G “ 0.297

T “ 3.20
A “ 0.180
G “ 0.296

Planner

T “ 2.76
A “ 0.180
G “ 0.296

T “ 2.79
A “ 0.178
G “ 0.294

The stable coalitions do not share an obvious single characteristic: they include rich,
middle, and poor regions; regions with high and low abatement costs; regions with high
and low damage parameters; and regions with high or low calibrated envy and guilt.
Unpacking the mechanisms behind these stability patterns is therefore a natural topic
for future work.
There is no clear effect of Negishi weighting. Intuitively, Negishi weighting reduces

implicit redistribution within the coalition’s cooperative outcome. This can make mem-
bership more attractive for rich regions, because leaving the coalition avoids being asked
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to bear the abatement burden for the coalition. However, in the setting with Negishi
weights but without the discounting adjustment, no coalition with more than two mem-
bers is internally stable.
Without Negishi weights, the most positive result is a single three-member coali-

tion that is fully stable under the discounting adjustment: (RUS, EUR, AFR). Without
Negishi weights and without the discounting adjustment, no coalition with more than
two members is internally stable.

7 Conclusion

How to share the burden of climate change is a distributional question, but the wel-
fare core of many IAMs is still built around CRRA consumption smoothing. A single
curvature parameter then moves two distinct objects at once: contemporaneous equity
concerns across regions and intertemporal weighting across generations. This bundling
makes it hard to interpret what a change in “inequality aversion” is actually doing.
In this paper I separate these channels within RICE and study the implications

under cooperation, Nash play, and coalition formation. I implement Fehr–Schmidt in-
equality aversion with its interregional comparisons, while keeping the intertemporal
weighting comparable to the CRRA benchmark via a discounting adjustment that mim-
ics CRRA’s intergenerational weights. Separating interregional from intergenerational
equity aversion uncovers novel effects.
In the cooperative solution, interregional inequality aversion has a non-monotone

effect on total abatement and the temperature goal. Fixing intergenerational concerns
and increasing interregional inequality aversion (either through envy or through guilt)
makes the planner “redistribute” by shifting abatement from the poorer to the richer
regions. Doing so increases the total abatement. Once, however, the richer regions reach
full abatement, additional “redistribution” can only come from allowing poorer regions
to abate less, which lowers aggregate effort. While this mechanism exists in the standard
CRRA IAMs (without Negishi weights), it is hidden by the stronger impact of intergen-
erational weighting leading to less total abatement. This illustrates what is lost when
equity concerns and intergenerational weighting are forced to move together under a
single curvature parameter.
In the non-cooperative solutions, the direction of interregional comparisons matters

as well: In the Nash equilibria, a larger envy parameter pushes regions toward lower
abatement, while a larger guilt parameter pushes toward higher abatement. In the coali-
tion model, some specifications even allow fully stable coalitions beyond the two-player
case, although stability remains scarce overall. These results show that, even holding
the overall strength of interregional inequality aversion fixed, the relative importance
of envy and guilt can change strategic incentives.
Yet, my paper leaves open questions. First, on the welfare side, the next step is to

endogenize the intergenerational weighting more directly under comparison-based pref-
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erences. This integration would avoid benchmarking the social discounting to a separate
CRRA simple Ramsey rule. The challenge is preserving the clean separation between
interregional equity and intergenerational concerns. Second, on coalition stability, the
results call for a mechanism analysis: which aspects of comparison-based preferences
stabilize membership, and what is the role of Negishi weights and the discounting ad-
justment? Third, for applied work, the key challenge is discipline: which envy and guilt
parameters should enter the model, and how can identification and uncertainty quan-
tification be tightened so that the implied equity motives are robust inputs for scenario
design?
Stepping back, my main takeaway is that separating interregional equity from inter-

generational weighting clarifies what “inequality aversion” means in an IAM. In CRRA-
based models, raising curvature simultaneously changes contemporaneous equity and
discounting, so comparative statics can conflate distributional concerns with intertem-
poral weights. In the FS specification—and with the option to match CRRA discounting
when desired—interregional equity becomes its own lever, operating through burden
sharing and strategic incentives, while intergenerational equity operates through inter-
temporal weighting. This separation puts “inequality aversion” on a clear footing in
IAMs: as equity, not discounting.
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Appendix A Reproduction

This appendix describes how to reproduce the results reported in the paper. All
code is available in my GitHub repository t-kohler/RICE13_FS, which is a fork of
white-heomoi/RICE13_pyomo. The repository contains the model implementation, the
input data, configuration files, and precomputed scenario outputs used in the paper.

A.1 Scope and Numerical Reproducibility

The model is deterministic. Given identical software versions and the same nonlinear
solver, runs are fully reproducible. In practice, small numerical differences can arise
across platforms and solver builds, which can affect the last digits of reported quantities.
These differences do not affect the qualitative patterns emphasized in the paper (burden
sharing, temperature comparisons across specifications, and coalition stability patterns),
but they can lead to small deviations in exact numerical values.

A.2 Software Requirements

The code is written in Python and uses Pyomo to formulate the optimization problems.
To reproduce the results, the following components are required:

• Python environment. A recent Python version (tested under Python 3.11) and the
package dependencies listed in requirements.txt.

• Nonlinear solver. An IPOPT executable available on the system PATH, or a local
solver path provided in the configuration file (see below).

• Scenario explorer. The Jupyter notebook-based replication uses pyam to collect and
analyze scenario outputs.

A.3 Repository Structure and Inputs

The repository is organized as follows (paths relative to the repository root):

• RICE13_FS/: Python package containing the model code and command-line inter-
face.

• RICE13_FS/Data/: RICE2013 input data and Fehr–Schmidt parameter files used
to parameterize interregional inequality aversion.

• RICE13_FS/config.yaml: configuration file controlling the scenario pipeline
(which model variants are solved, savings-rate mode, discounting adjustment, coali-
tion selection, caching).

• RICE13_FS/scenarios/: (optional) a folder with precomputed scenario Excel
workbooks used in the analysis.
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• RICE13_FS/coalition_overviews/: (optional) precomputed coalition-stability
overview tables.

• RICE13_FS/Scenario_explorer.ipynb: notebook to recreate figures and tables
from scenario workbooks.

A.4 Fast Replication Using Precomputed Scenarios

If you download the optional folder RICE13_FS/scenarios/ with precomputed sce-
nario workbooks, the figures and tables can be recreated without re-solving the model.
(1) Clone the repository and (optionally) create a virtual environment as described
above.

(2) Open the notebook RICE13_FS/Scenario_explorer.ipynb.
(3) Set the scenario folder in the notebook to the location of the precomputed work-
books (by default RICE13_FS/scenarios/).

(4) Run all cells to regenerate the figures and tables.
The notebook reads scenario outputs from Excel workbooks and collects them in a
single scenario object for plotting and table construction.

A.5 Full Replication by Recomputing Scenarios

To recompute scenarios from scratch, the model can be run through the command-
line interface. All commands below assume execution from the repository root, i.e. the
directory containing the RICE13_FS/ package folder.
(1) Edit RICE13_FS/config.yaml to select the desired scenario set (plan-
ner/Nash/coalitions; CRRA/FS; discounting adjustment mode; savings-rate mode;
Negishi weights; see below for more details).

(2) Ensure that IPOPT is available. If the solver is not on the system PATH, set
ipopt_executable: in config.yaml.

(3) Run the scenario pipeline:
python -m RICE13_FS.cli -c RICE13_FS/config.yaml --log-level INFO

(4) Open RICE13_FS/Scenario_explorer.ipynb and point it to the folder con-
taining the newly generated Excel workbooks. This can be the configured
results_dir directly, or a curated subset copied into a dedicated folder (e.g.
RICE13_FS/scenarios/).

(5) Run all cells to recreate the figures and tables.
Coalition computations can be expensive. For this reason, coalition solu-

tions are stored in a mandatory SQLite cache (configured via cache_dir and
cache_namespace). If the program crashes or needs to be restarted, it checks the
cache before solving coalitions.
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A.6 Configuration File and Scenario Options

The scenario pipeline is controlled by a single configuration file,
RICE13_FS/config.yaml. The configuration selects (i) which regimes are solved
(BAU, planners, Nash equilibria, coalitions), (ii) which welfare specification is used
(CRRA vs. FS), and (iii) which comparability options are applied (savings-rate handling,
optional discounting adjustment, and optional Negishi weights). For the purposes of
replication, only a small subset of keys is essential; the remaining entries primarily
control file paths, solver tolerances, and diagnostics.

Configuration dependencies and guardrails. Several configuration options depend
on upstream computations. For example, computing Negishi weights from a BAU so-
lution requires that a BAU run is available, and enabling the discounting-adjustment
pipeline requires a CRRA benchmark path when the FS run is intended to inherit inter-
generational weights from CRRA. To prevent silent misconfiguration, the command-line
interface performs consistency checks and terminates with a descriptive error if pre-
requisites are missing. In such cases, the error message typically indicates which run
switches need to be enabled (e.g. BAU or planner CRRA) or which input files need to
be provided to make the configuration internally consistent.

Core keys. The horizon is set by T, the number of model periods on the fixed ten-year
grid. Output locations are controlled via data_path, results_dir, cache_dir, and
diagnostics_dir.

Scenario selection switches. The booleans run_bau, run_planner_crra,
run_planner_fs, run_nash_crra, run_nash_fs, run_coalition_crra, and
run_coalition_fs determine which scenario families are computed.

Savings-rate handling. In planner and strategic runs, regional savings rates can be
fixed to an externally provided path. This is controlled by the respective *_S_mode keys
(e.g. planner_fs_S_mode, nash_fs_S_mode). All scenarios that I have computed for
this paper use the exogenous BAU savings rates.

Discounting adjustment (optional). To match intergenerational weighting between
CRRA and FS when desired, the configuration offers an FS discounting adjustment
controlled by fs_disc_enabled and fs_disc_mode. When enabled, the model either
reads an exogenous series from file or constructs an adjustment internally (one-pass or
two-pass variants, depending on the setting).

Negishi weights (optional). The configuration can use Negishi weights in cooperative
and coalition objectives (negishi_use). Weights can be computed from a BAU solution
or loaded from file (negishi_source and associated file paths). When both Negishi
weighting and the FS discounting adjustment are enabled, the configuration determines
whether Negishi weights are computed from the unadjusted BAU run or from the FS
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run after applying the discounting adjustment (via the corresponding negishi_source
choice, e.g. bau versus fs_after_disc).

Coalitions and caching. The coalition module can solve (i) a specific coalition pro-
vided as a comma-separated list of regions, (ii) GRAND, or (iii) a bitmask in the order
specified in RICE13_FS/Data/Region_names.csv. Coalition solutions are stored in an
SQLite cache under cache_dir. The cache_namespace key provides a simple way to
separate runs when inputs change; keeping cache_allow_mismatch=false is the safe
default.

Coalition enumeration (mega_run). Setting mega_run=true enables enumeration
and export over all non-empty coalitions of the model regions.32 In this mode, the coali-
tion selector can be set to “all” to request the full set. Because this is computationally
intensive, the recommended workflow is to run it on a server. The coalition module
also supports parallel execution across coalition solves (controlled by parallel), while
cache writes remain centralized to ensure consistency.

Reducing the region set for test runs. For quick tests (e.g. to verify solver setup
or to validate configuration choices before running full coalition enumeration), it can
be useful to temporarily reduce the number of regions. The region list is read from
RICE13_FS/Data/Region_names.csv. Pruning this file to a smaller subset of regions
reduces the dimensionality of the optimization problems and, in the coalition setting,
reduces the number of coalitions exponentially. This modification is intended only for
local test runs; the paper’s results use the full baseline region set.

A.7 Common Issues

IPOPT not found. If Pyomo reports that no solver executable is available, install IPOPT
or set ipopt_executable: in the configuration file. A convenient way to obtain IPOPT
without compiling it manually is to install it via conda-forge.

conda install -c conda-forge ipopt

Cache mismatches after changing inputs. If cache_allow_mismatch=false (rec-
ommended) and the cache already exists and config settings change, the program will
exit with an error: New solutions are rejected to avoid mixing different specifications
in the same cache (to prevent false stability results). In that case, set a new cache
namespace (e.g. cache_namespace: cache2) to separate runs cleanly.

pyam import issues. The replication notebook uses pyam for scenario handling. The
pip package name is pyam-iamc. If import pyam fails, install pyam-iamc.

32. With N “ 12 regions this yields 2N ´ 1 “ 4,095 coalitions.
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Appendix B Proofs

Below is the proof of Proposition 1. For your convenience, we restate the Proposition
here.

Proposition 1. If α` β ą 0, then the FS SWF is maximized at

G˚
“ max

#

0,
2
3

`
1

3pα` βq
´

a

κ ¨ p1 ´ pα` βqq2 ` 6pα` βq2

3
?
κ ¨ pα` βq

+

. (B.1)

If and only if α` β “ 0, the FS SWF is maximized at G˚ “ 1.
Comparative statics: If the optimal Gini coefficient G˚ is positive, it is strictly decreasing

in the sum of the society’s Fehr-Schmidt parameters α` β .

Proof. Differentiating WpGq with respect to G yields the first-order condition:

W1pGq “ pκ ¨ p1 ´ Gq ¨ µ0q ¨ p1 ´ pα` βq ¨ Gq ´

ˆ

µ0 ´
κp1 ´ Gq2

2
¨ µ0

˙

¨ pα` βq
!

“ 0

(B.2)

Solving 21 yields two candidates for a maximum of WpGq on r0, 1s:

G˚

1,2 “
2
3

`
1

3pα` βq
˘

a

κ ¨ p1 ´ pα` βqq2 ` 6pα` βq2

3
?
κ ¨ pα` βq

(B.3)

We denote the smaller root (with the minus sign) by G˚

1 and the larger one by G˚

2 .
The other two candidates are the corner solutions

G˚

3 “ 0 or G˚

4 “ 1 (B.4)

We proceed by ruling out G˚

2 and G˚

4 as candidates for the global maximum of WpGq.
That G˚

4 “ 1 cannot be a local or global maximum of WpGq, we evaluate the first
derivative at G “ 1, yielding

W1
p1q “ µ0

”

κ ¨ 0 ¨ p1 ´ pα` βqq ´ pα` βq ¨

´

1 ´
κ

2
¨ 02

¯ı

“ ´µ0pα` βq ă 0 @α` β ą 0 (B.5)

Hence, WpGq is strictly decreasing at G “ 1, so this point cannot be a maximizer.
We exclude G˚

2 by showing that it lies above the inverval r0,1s. To verify that G˚

2 ą 1
for all α` β ą 0, it suffices to show that:

2
3

`
1

3 pα` βq
`

1
3

?
κ pα` βq

¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

ą 1 @α` β ą 0

(B.6)

Multiply both sides by 3 and subtract 2:

1
pα` βq

`
1

pα` βq
¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

?
κ

ą 1 (B.7)
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Multiply both sides by pα` βq ą 0 and subtract one, yielding
b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

?
κ

ą pα` βq ´ 1 (B.8)

We now establish a lower bound for the left hand side by looking at its square.

”

κp1 ´ pα` βqq2 ` 6 pα` βq
2
ı

κ
“ p1 ´ pα` βqq

2
`

6 pα` βq
2

κ
ą p1 ´ pα` βqq

2

(B.9)

Which implies that the non-squared left hand side is bounded by
b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

?
κ

ą |1 ´ pα` βq | (B.10)

Since |1 ´ pα` βq| ě pα` βq ´ 1 for all α` β ą 0, this inequality holds strictly:
a

κp1 ´ pα` βqq2 ` 6pα` βq2

?
κ

ą pα` βq ´ 1 (B.11)

Substituting this into inequality (B.7) confirms it holds strictly:

1
pα` βq

`
1

pα` βq
¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

?
κ

ą
1

pα` βq
`

1
pα` βq

¨ ppα` βq ´ 1q “ 1 (B.12)

This completes the proof that G˚

2 ą 1 for all α` β ą 0. Therefore, G˚

2 lies outside
the interval r0, 1s and can be excluded from consideration.
To complete the proof, we show that max

␣

0, G˚

1

(

is the global maximizer of WpGq.
Given that the first-order condition has two solutions, one of which is always out-

side the interval r0,1s, the first-order condition has either zero or one solutions in the
interval r0, 1s: Zero, if G˚

1 ă 0 and one, if 0 ď G˚

1 ď 1.
Inspect the second derivative of WpGq:

W2pGq “ κµ0 ¨ ppα` βq p3G ´ 2q ´ 1q ă 0 (B.13)
ðñ pα` βq p3G ´ 2q ă 1 (B.14)

ðñ G ă
2
3

`
1

3 ¨ pα` βq
(B.15)

This inequality means that WpGq is weakly concave on the interval
„

0,min

"

2
3

`
1

3 ¨ pα` βq
, 1

*ȷ

(B.16)
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and strictly concave in the interval’s interior. Note that the interval contains G˚

3 and, if
G˚

1 ě 0, it contains G˚

1 as well: As the third term in the expression for G˚

1 is positive and
subtracted from the inflection point, G˚

1 ă
2
3 `

1
3pα`βq

.
Therefore, if G˚

1 P p0, 1q, it lies in the concave region of WpGq and satisfies the first-
order condition (21). As G˚

1 is the only solution of the first-order condition, and G˚

4 “ 1
is a local minimum, G˚

1 is the global maximum on the interval r0,1s.
If instead G˚

1 ă 0, then G˚

1 lies outside the feasible domain, and the global maximum
must lie at the boundary. As the first derivative does not cross zero in the interval r0, 1s

and G˚

4 “ 1 is a local minimum, the global maximum on r0, 1s is G˚

3 “ 0.
Therefore, the global maximizer of WpGq on r0,1s is

G˚ “ maxt0,G˚

1u (B.17)

where G˚

1 denotes the smaller root of the first-order condition (21).
Proof of the second part of the Proposition concerning the case α` β “ 0:
If α` β “ 0, then the social welfare function simplifies to

WpGq “ µ0 ¨

ˆ

1 ´
κ ¨ p1 ´ Gq2

2

˙

(B.18)

which is a concave quadratic function with its unique maximum at G “ 1. Therefore,
G˚ “ 1.
Conversely, as shown in the proof of Proposition 1, if α` β ą 0, then

W1
p1q “ ´µ0pα` βq ă 0 (B.19)

so WpGq is strictly decreasing at G “ 1, which cannot then be a global maximum.
Proof of the comparative statics:
The interior candidate G˚

1 satisfies

G˚

1 pα` βq “
2
3

`
1

3 pα` βq
´

1
3

?
κ pα` βq

¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2 (B.20)

Differentiating yields:

BG˚

1

B pα` βq
“
κ3{2p1 ´ pα` βqq ´ κ ¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

3 pα` βq
2
κ ¨

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

(B.21)

The denominator is strictly positive. The numerator is negative for all pα` βq ą 0
because

?
κp1 ´ pα` βqq “

b

κp1 ´ pα` βqq2

ă

b

κp1 ´ pα` βqq2 ` 6 pα` βq
2

@ pα` βq ą 0 (B.22)

Hence, G˚

1 is strictly decreasing in α` β . Since G˚ “ max
␣

0,G˚

1

(

, it is weakly de-
creasing, and strictly decreasing whenever G˚

1 ą 0.
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